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Abstract

We study the behavior of the (nonparametric) maximum likelihood estimator (MLE)
for bivariate censored data. The motivation for doing this was triggered by our interest in
the problem of estimating the incubation time distribution of HIV/AIDS.

We study the computational and algorithmic aspects of the MLE for bivariate interval
censored data, and introduce an algorithm for computing the MLE which is significantly
faster than the other methods of which we are aware. The main improvement in the speed
of the algorithm is due to a great simplification of the preliminary search for regions where
the MLE can have positive mass, which is essentially a parameter reduction method.

Furthermore, we study theoretical properties of the MLE for models connected with the
problem of estimating the incubation time distribution of HIV/AIDS. In particular, we give
an interpretation of its definition in terms of graph theory and discuss different types of
non-uniqueness that can arise.

We show that the naive MLE is inconsistent in two of the models that we consider. We
introduce other estimators which can be viewed as modifications or extensions of the idea of
maximum likelihood, and which, under certain conditions on the underlying distributions,
will be consistent.

Our methods are illustrated by an analysis of data from the Amsterdam Cohort Study
on injecting drug users and we construct several visualizations of the data. We point out
that a fundamental problem in the estimation of the incubation time distribution is the
fact that, without further assumptions on the underlying distributions which allow some
kind of extrapolation, we can only estimate the bivariate distribution consistently in a fixed
rectangular region of the plane.
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Cator, Rik Lopuhaä, Hans van der Weide, Thomas Richardson, Marina Meila and Ronald
Geskus. Above all I would like to thank Steven, my parents, my family and my friends.

v



vi



Chapter 1

Introduction

An important research topic in studies on HIV/AIDS is the estimation of the incubation
time distribution [22]. The incubation time of HIV/AIDS is defined as the time between
HIV infection and the onset of AIDS. The estimation of the incubation time distribution is
a nontrivial problem, since usually both endpoints of the incubation period are censored.
The time of HIV infection is typically interval censored, and the time of onset of AIDS can
be right censored or interval censored.

Let X denote the time of HIV infection, and let Y denote the time of onset of AIDS.

Let Z
def= Y −X be the incubation period. Suppose that X is known to be in the interval

(xL, xR], and that Y is known to be in the interval (yL, yR]. One could then reason that
Z must belong to the interval (yL − xR, yR − xL]. However, De Gruttola and Lagakos [15]
argue that simply analyzing these intervals assumes an incorrect likelihood. They state that
this problem should be considered as a bivariate interval censoring problem. Geskus [22]
does take a 1-dimensional approach, but one that is more complicated than the one we just
described.

We choose to view the problem as a bivariate estimation problem. We use two-step
approach to estimate the incubation time distribution. First, we estimate the joint distri-
bution function of the time of HIV infection and the time of onset of AIDS. Subsequently,
we derive an estimate for the distribution of the incubation period from the bivariate es-
timate. We find estimating the bivariate distribution function a very interesting problem
in itself. Furthermore, a good bivariate estimate can provide a powerful tool for making
inference based on bivariate censored data in a wide range of settings.

For the reasons stated above, our attention is focused mainly on finding a consistent
estimate for the bivariate distribution function. We limit ourselves to nonparametric esti-
mators, meaning that we assume nothing, or very little, on the specific form of the sampling
distribution apart from the fact that it has to be a distribution. Since the MLE is typically
asymptotically efficient, we choose to work with the nonparametric maximum likelihood
estimator (MLE) and with estimators that are closely related to the MLE.

In Chapter 2 we describe three statistical models for bivariate censored data. The
variables of interest are denoted by (X, Y ). Model A assumes that both X and Y are
interval censored case 2. Model B assumes that X is interval censored case 2 and that
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Y is right censored. Model C assumes that observations from X follow a current status
scheme and that Y is uncensored. Models A and B can be used for the estimation of the
incubation period of HIV/AIDS. Model B is our main model of interest, and we use this
model to analyze the data from the Amsterdam Cohort Study on injecting drug users in
Chapter 8. The fact that the time of onset of AIDS can be observed exactly in model B
causes consistency problems in the MLE. Therefore, we study model A, the simpler model
first. Model C is introduced because it displays the consistency problems very clearly.

In Chapter 3 we characterize the MLE and study several of its properties. In particular,
we make a connection with graph theory and study different types of non-uniqueness.

In Chapters 4 and 5 we study algorithmic and computational aspects of the MLE. The
computation of the MLE consists of two steps. First, we do a preliminary search of regions
where the MLE can have positive mass. This is essentially a parameter reduction step that
transforms the infinite dimensional optimization problem into a finite dimensional problem.
The second step consists of the actual optimization. We present two algorithms that greatly
reduce the time complexity of the parameter reduction step, based on an algorithm of Lee
[33]. For the optimization step, we present a generalization of an algorithm of Groeneboom
[24] for bivariate current status data. This algorithm is a combination of iterative quadratic
minimization (IQM) and a vertex direction algorithm.

In Chapter 6 we study the (in)consistency of the MLE. We prove that the MLE is in
general inconsistent in models B and C. Chapter 7 discusses several possibilities to repair
the inconsistency. These methods are based on the idea that the class of functions over
which is maximized needs to be limited.

In Chapter 8 we study data from the Amsterdam Cohort Study on injecting drug users.
We apply several of the estimators discussed in Chapter 7 to this data set, and we visualize
the data in various ways. We argue that a fundamental problem in the estimation of the
incubation time distribution is the fact that, without further assumptions on the underlying
distributions which allow some kind of extrapolation, we can only estimate the bivariate
distribution consistently in a fixed rectangular region of the plane. Since the estimator for
the incubation time distribution is derived from the bivariate estimate by integrating over
the unbounded diagonal strip {(x, y) ∈ R2 : 0 ≤ y − x ≤ z}, it follows that the incubation
time distribution is not consistently estimable without making additional assumptions.
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Chapter 2

Statistical models

In this chapter we give an overview of the three main statistical models that we consider.
The first model, model A, assumes that we have interval censored case 2 data on both axes
(we use the same terminology as Groeneboom and Wellner [28]). The second model, model
B, assumes we have interval censored case 2 data on one axis, and right censored on the
other axis. The third model, model C, assumes that we have current status data on one
axis and uncensored data on the other axis.

Throughout this report, we make use of the following notation. Let the pair (X,Y ) de-
note the variables of interest, where X ≥ 0 and Y ≥ 0. Let F denote the joint distribution
function of (X, Y ), and let FX and FY denote the marginal distribution functions of X and
Y respectively. The distribution function of the censoring variables in the different models
is denoted by K.

2.1 Model A

In model A, we assume that both X and Y are interval censored case 2. Thus, instead of
observing the pair (X,Y ), we observe W :

W = (U1, U2, V1, V2, ∆),

where 0 < U1 < U2 < ∞ are observation times for X and 0 < V1 < V2 < ∞ are observation
times for Y . ∆ is the vector

∆ = (∆11, ∆12, ∆13, ∆21, ∆22, ∆23, ∆31, ∆32, ∆33),
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v1

v2
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δ13 = 1

δ23 = 1

u2

δ33 = 1

δ11 = 1 δ12 = 1

δ21 = 1

δ31 = 1 δ32 = 1

δ22 = 1

u1

Figure 2.1: The observed sets in model A.

where the ∆jk’s are defined as 1:

∆11
def= 1{X ≤ U1, Y ≤ V1},

∆12
def= 1{U1 < X ≤ U2, Y ≤ V1},

∆13
def= 1{X > U2, Y ≤ V1},

∆21
def= 1{X ≤ U1, V1 < Y ≤ V2},

∆22
def= 1{U1 < X ≤ U2, V1 < Y ≤ V2},

∆23
def= 1{X > U2, V1 < Y ≤ V2},

∆31
def= 1{X ≤ U1, Y > V2},

∆32
def= 1{U1 < X ≤ U2, Y > V2},

∆33
def= 1{X > U2, Y > V2}.

1The ∆jk’s we use in both model A and model B are slightly redundant, but this notation simplifies
formulas later on.
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The function 1{.} is the usual indicator function. We define Rjk to be the corresponding
rectangles:

Rjk = Rjk(U1, U2, V1, V2)
def=





[0, U1] × [0, V1] for j = 1, k = 1
(U1, U2] × [0, V1] for j = 1, k = 2
(U2,∞) × [0, V1] for j = 1, k = 3
[0, U1] × (V1, V2] for j = 2, k = 1
(U1, U2] × (V1, V2] for j = 2, k = 2
(U2,∞) × (V1, V2] for j = 2, k = 3
[0, U1] × (V2,∞) for j = 3, k = 1
(U1, U2] × (V2,∞) for j = 3, k = 2
(U2,∞) × (V2,∞) for j = 3, k = 3

. (2.1)

We assume that (U1, U2, V1, V2) and (X,Y ) are independent, and that P (U1 < U2) = P (V1 <
V2) = 1. Suppose we observe n i.i.d. copies of W : W1, . . . , Wn. The underlying copies of
(X, Y ) are (X1, Y1), . . . , (Xn, Yn). For each observation i, the points (U1i, U2i, V1i, V2i) de-
fine nine rectangles Rjki, j, k = 1, . . . , 3, as shown in Figure 2.1. The value of ∆i indicates
which one of these rectangles contains the pair (Xi, Yi).

Let K denote the joint distribution of (U1, U2, V1, V2). We assume that K has a density
k with respect to Lebesgue measure on R4. For each of the nine possible values of ∆, we
determine the distribution of W . If ∆11 = 1, the distribution of W is:

PF (U1 ≤ u1, U2 ≤ u2, V1 ≤ v1, V2 ≤ v2, ∆11 = 1)
= PF (U1 ≤ u1, U2 ≤ u2, V1 ≤ v1, V2 ≤ v2, X ≤ U1, Y ≤ V1)

=
∫ u1

u′1=0

∫ u2

u′2=0

∫ v1

v′1=0

∫ v2

v′2=0
PF (X ≤ u′1, Y ≤ v′1)dK(u′1, u

′
2, v

′
1, v

′
2)

=
∫ u1

u′1=0

∫ u2

u′2=0

∫ v1

v′1=0

∫ v2

v′2=0
PF (R11)dK(u′1, u

′
2, v

′
1, v

′
2),

using the independence of (X,Y ) and (U1, U2, V1, V2). This yields a density

PF (R11)k(u1, u2, v1, v2)

with respect to Lebesgue measure on R4. In general, if ∆jk = 1, (j, k) ∈ {1, 2, 3}2, the
density is:

PF (Rjk)k(u1, u2, v1, v2) .

For each value of ∆ the density term consists of two parts. The first part is the probability
that the pair (X,Y ) falls into a rectangular region Rjk. This probability depends on F . The
second part is the density k(u1, u2, v1, v2), which does not depend on F . Since we maximize
the likelihood over all possible bivariate distribution functions F , we can ignore the part
that does not depend on F in the likelihood and log likelihood functions.

We use the notation Ri for the (possibly infinite) rectangle to which observation (Xi, Yi)
belongs, i.e. Ri = Rjki if ∆jki = 1. We call R = {R1, . . . , Rn} the set of observation
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rectangles. Now we can write the likelihood function Ln(F ) as:

Ln(F ) = Ln(F |W ) =
n∏

i=1

∏

j,k

PF (Rjki)δjki =
n∏

i=1

PF (Ri),

and log likelihood function ln(F ) as:

ln(F ) = ln(F |W ) =
n∑

i=1

∑

j,k

δjki log(PF (Rjki)) =
n∑

i=1

log(PF (Ri)).

2.2 Model B

In model B we assume that X is interval censored case 2 and Y is right censored. Thus,
instead of observing the pair (X,Y ), we observe W :

W = (U1, U2, Y ∧ C, ∆) = (U1, U2, T,∆),

where 0 < U1 < U2 < ∞ are observation times for X, C is a censoring time for Y , and
T = Y ∧C is the minimum of Y and C. ∆ is the vector ∆ = (∆11, ∆12, ∆13, ∆21, ∆22, ∆23),
where the ∆jk’s are defined as:

∆11
def= 1{X ≤ U1, Y ≤ C},

∆12
def= 1{U1 < X ≤ U2, Y ≤ C},

∆13
def= 1{X > U2, Y ≤ C},

∆21
def= 1{X ≤ U1, Y > C},

∆22
def= 1{U1 < X ≤ U2, Y > C},

∆23
def= 1{X > U2, Y > C}.

We define

Rjk = Rjk(U1, U2, T ) def=





[0, U1] × {T} for j = 1, k = 1
(U1, U2] × {T} for j = 1, k = 2
(U2,∞) × {T} for k = 1, k = 3
[0, U1] × (T,∞) for j = 2, k = 1
(U1, U2] × (T,∞) for j = 2, k = 2
(U2,∞) × (T,∞) for j = 2, k = 3

.

We assume that (U1, U2, C) and (X,Y ) are independent and that P (U1 < U2) = 1. Sup-
pose we observe n i.i.d. copies of W : W1, . . . , Wn. The underlying copies of (X, Y ) are
(X1, Y1), . . . , (Xn, Yn). For each observation i, the points (U1i, U2i, Ti) define three line seg-
ments R1ki, k = 1, . . . , 3 and three rectangles R2ki, k = 1, . . . , 3, as shown in Figure 2.2. The
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Y

u2

δ13 = 1

u1 X

δ23 = 1δ22 = 1δ21 = 1

t
δ11 = 1 δ12 = 1

Figure 2.2: The observed sets in model B.

value of ∆i indicates which one of these sets contains the pair (Xi, Yi).

Let K denote the joint distribution of the triple (U1, U2, C), with density k. We first
consider the cases that correspond to the rectangles, i.e. the cases where ∆2k = 1 for
k = 1, . . . , 3. Analogous to model A, this gives a density PF (R2k)k(u1, u2, t). We then
consider the remaining cases that correspond to the horizontal lines. For ∆11 = 1, we get:

PF (U1 ≤ u1, U2 ≤ u2, Y ∧ C ≤ t,∆11 = 1)

=
∫ u1

u′1=0

∫ u2

u′2=0

∫ ∞

c′=0
PF (X ≤ u′1, Y ≤ t ∧ c′)dK(u′1, u

′
2, c

′)

=
∫ u1

u′1=0

∫ u2

u′2=0

∫ t

c′=0
PF (X ≤ u′1, Y ≤ c′)k(u′1, u

′
2, c

′)du′1du′2dc′

+
∫ u1

u′1=0

∫ u2

u′2=0

∫ ∞

c′=t
PF (X ≤ u′1, Y ≤ t)k(u′1, u

′
2, c

′)du′1du′2dc′.

Thus the density for this sub-distribution is

PF (X ≤ u1, Y ≤ t)k(u1, u2, t)− PF (X ≤ u1, Y ≤ t)k(u1, u2, t)

+
∫ ∞

c′=t

∂

∂t
PF (X ≤ u1, Y ≤ t)k(u1, u2, c

′) dc′

=
∫ ∞

c′=t
k(u1, u2, c

′) dc′
∂

∂t
PF (X ≤ u1, Y ≤ t).

Assuming that F has a density f with respect to some dominating measure, we can write

∂

∂t
PF (X ≤ u1, Y ≤ t) =

∂

∂t

∫ u1

0

∫ t

0
f(x, y)dydx =

∫ u1

0
f(x, t)dx.
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If we interpret f as a density with respect to Lebesgue measure on R2, we cannot use this
term in the expression of the likelihood. The log likelihood has supremum infinity if we
choose f such that the marginal density of fy has a very high, thin peak at y = Ti for an
observation (U1i, U2i, Ti = Yi ∧ Ci) with Yi ≤ Ci. Analogous to what is for example done
for univariate right censored data, we can solve this problem by replacing

∂

∂t
PF (X ≤ u1, Y ≤ t) by F (u1, t)− F (u1, t−),

where F (u, t−) def= lims↑t F (u, s). We denote F (u1, t) − F (u1, t−) by PF (R11). This in-
terpretation corresponds to taking f to be a density with respect to Lebesgue measure ×
counting measure. We can now write the density of the sub distribution for ∆11 = 1 as

PF (R11)
∫ ∞

c′=t
k(u1, u2, c

′) dc′.

In general, for ∆1k = 1, we get a density

PF (R1k)
∫ ∞

c′=t
k(u1, u2, c

′) dc′,

where
PF (R12) = F (u2, t)− F (u2, t

−)− F (u1, t) + F (u1, t
−),

PF (R13) = F (∞, t)− F (∞, t−)− F (u2, t) + F (u2, t
−).

We see that the part concerning the density k of the censoring times factors out again. We
use the notation Ri for the (possibly infinite) rectangle or line segment to which observation
(Xi, Yi) belongs, i.e. Ri = Rjki if ∆jki = 1. We can then write the likelihood and the log
likelihood functions in the same way as in model A:

Ln(W |F ) =
n∏

i=1

∏

j,k

PF (Rjki)δjki =
n∏

i=1

PF (Ri),

ln(W |F ) =
n∑

i=1

∑

j,k

δjki log(PF (Rjki)) =
n∑

i=1

log(PF (Ri)).

We denote this choice of likelihood and the corresponding estimator by the term naive
MLE. Note that the naive MLE has the advantage that it is analogous to the likelihood
in model A. However, it is important to note that it is only one of the possible choices.
As for example discussed in section 25.10 of Van der Vaart [46], it is sometimes useful to
incorporate a penalty in the likelihood, yielding a penalized likelihood estimator. This is
for example used by Murphy, Van der Vaart and Wellner [37] for current status regression.
It is also possible to maximize the likelihood over a set of parameters that change with n,
yielding a sieved likelihood estimator. Chapter 7 discusses several of such modifications of
the MLE.
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2.3 Model C

In model C we assume that observations of X follow a current status scheme and Y is
uncensored. Thus, instead of observing the pair (X, Y ), we observe W :

W = (C, Y,∆),

where C is an observation time for X, and ∆ = (∆1,∆2). The ∆j ’s are defined as:

∆1
def= 1{X ≤ C},

∆2
def= 1{X > C}.

We define

Rj = Rj(C, Y ) def=
{

[0, C] × {Y } for j = 1
(C,∞) × {Y } for j = 2

.

We assume that C and (X, Y ) are independent. Suppose we observe n i.i.d. copies of W :
W1, . . . ,Wn. The underlying copies of (X, Y ) are (X1, Y1), . . . , (Xn, Yn). For each observa-
tion i, the points (Ci, Yi) define two line segments Rji, j = 1, 2, as shown in Figure 2.3. The
value of ∆i indicates which one of these line segments contains the pair (Xi, Yi).

Let K denote the distribution of C. We assume that K has a density k with respect to
Lebesgue measure on R. For both possible values of ∆, we determine the distribution of
W . If ∆1 = 1, the distribution of W is:

PF (C ≤ c, Y ≤ y, ∆1 = 1)

=
∫ c

c′=0
PF (X ≤ c′, Y ≤ y)dK(c′).

Thus the density for this term is

∂

∂y
PF (X ≤ c, Y ≤ y)k(c).

As in the previous section, assuming that F has a density f with respect to some dominating
measure, we can write

∂

∂y
PF (X ≤ c, Y ≤ y) =

∂

∂y

∫ c

0

∫ y

0
f(x, y′)dy′dx =

∫ c

0
f(x, y)dx.

Interpreting f as a density with respect to Lebesgue measure on R2, the supremum of the
likelihood is infinity. We can solve this problem by replacing

∂

∂y
PF (X ≤ c, Y ≤ y) by F (c, y)− F (c, y−).

9



δ1 = 1 δ2 = 1

y

Y

Xc

Figure 2.3: The observed sets in model C.

We denote this expression by PF (R1). Again, this interpretation corresponds to taking f
to be a density with respect to Lebesgue measure × counting measure. The density for
the sub-distribution for ∆1 = 1 then becomes PF (R1)k(c). Similarly, for ∆2 = 1, we get a
density PF (R2)k(c), where PF (R2) = F (∞, y)−F (∞, y−)−F (c, y)+F (c, y−). We again use
the notation Ri for the (possibly infinite) line segment to which observation (Xi, Yi) belongs,
i.e. Ri = Rji if ∆ji = 1. Let R = {R1, . . . , Rn} denote the set of observation rectangles, or
actually observation lines. Then we can write the likelihood and log likelihood functions in
the same form again:

Ln(F ) = Ln(F |W ) =
n∏

i=1

∏

j

PF (Rji)δji =
n∏

i=1

PF (Ri),

ln(F ) = ln(F |W ) =
n∑

i=1

∑

j

δji log(PF (Rji)) =
n∑

i=1

log(PF (Ri)).

As in model B, we denote this choice of likelihood and the corresponding estimator by the
term naive MLE.

10



Chapter 3

Characterization of the MLE and
graph-theoretic interpretations of
its properties

In Chapter 2 we saw that for a specific choice of likelihood, which we denote by naive MLE,
we can write the log likelihood for all models in the following form:

ln(F ) = ln(F |W ) =
n∑

i=1

log(PF (Ri)), (3.1)

where Ri is an observation rectangle, i.e. the rectangle or line segment to which observation
(Xi, Yi) belongs. In this chapter, we derive some basic properties of the naive MLE.

3.1 Parameter reduction

Turnbull [45] derives that the nonparametric maximum likelihood estimate of univariate
interval censored data increases only on a finite number of disjoint intervals (or points). His
observations generalize easily to the bivariate case, as we shall show. These generalizations
are not new, and can for example be found in Song [44] and Gentleman and Vandal [20].

Let F be the class of all bivariate distribution functions. An MLE is a solution of the
following infinite dimensional convex optimization problem:

F̂n = argmaxF∈F ln(F ) = argmaxF∈F
n∑

i=1

log(PF (Ri)),

or equivalently

F̂n = argminF∈F (−ln(F )) = argminF∈F

(
−

n∑

i=1

log(PF (Ri))

)
.

11



First, note that the MLE must assign positive probability mass to each observation rectangle
Ri, because otherwise the log likelihood is −∞.

Second, note that the MLE cannot place any probability mass outside the observation
rectangles, because in that case the log likelihood could be enlarged by placing this mass
inside one of the observation rectangles.

Now, consider the set of observation rectangles R and construct a set of nonempty rect-
angles A = {A1, . . . , Am}, that we call inner rectangles. With the term inner rectangles
we mean areas of maximal intersection, namely nonempty sets Aj for which the following
holds: Aj =

⋂
i∈βj

Ri for some set βj ⊂ {1, . . . , n} such that there is no strict superset
β∗j ∈ {1, . . . , n} of βj for which

⋂
i∈β∗j

Ri is nonempty. For example, for the observation
rectangles shown in Figure 3.1, R1 ∩R2 is not an inner rectangle, since R1 ∩R2 ∩R3 is also
nonempty. But R1 ∩ R2 ∩ R3 is an inner rectangle since there is no strict superset β∗ of
{1, 2, 3} for which

⋂
i∈β∗ Ri is nonempty.

We can now reformulate Turnbull’s first lemma:

Lemma 3.1 The MLE must assign all probability mass to the inner rectangles.

Proof: We can easily show this by contradiction. We construct a grid determined by the
x-coordinates and y-coordinates of the observation rectangles. We already know that the
MLE cannot assign mass outside R. Furthermore, note that an inner rectangle can always
be written as the union of a number of grid cells of the grid that we just constructed.

Now suppose that the MLE assigns probability mass α > 0 to a grid cell A that is a
subset of some observation rectangle Rj , but that is not a subset of an inner rectangle. Let
β ⊂ {1, . . . , n} be the biggest set such that A ⊂ ⋂

i∈β′ Ri. Such a set must exist and is
unique. Then the probability mass p contributes to the log likelihood exactly through the
terms PF (Ri) for i ∈ β.

Since A is not an inner rectangle, there must exist a set β′ ⊂ {1, . . . , n} that is a strict
superset of β and for which A′ =

⋂
i∈β′ Ri is nonempty. If we move the mass α from A to A′,

it contributes to the MLE through the terms PF (Ri) for i ∈ β′. Since β′ is a strict superset
of β, moving the mass enlarged the log likelihood. But this is a contradiction because the
MLE maximizes the log likelihood. Thus the MLE cannot assign any probability mass
outside the inner rectangles. 2

The number of inner rectangles is O(n2) and the inner rectangles are disjoint. Thus, for
every finite data set there are a finite number of disjoint inner rectangles to which the MLE
can assign probability mass. This allows us to perform a parameter reduction. Let αj be
the probability mass that is assigned to inner rectangle Aj . We define α = (α1, . . . , αm).
Then we can write the optimization problem as follows:

α̂ = argmaxα∈Rm

n∑

i=1

log




m∑

j=1

αj1{Aj ⊂ Ri}

 , (3.2)
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such that αj ≥ 0 for j = 1, . . . , m and
∑m

j=1 αj = 1. This is a finite dimensional convex
optimization problem.

The term
∑m

j=1 αj1{Aj ⊂ Ri} in (3.2) is simply the total probability mass assigned to
rectangle Ri under mass vector α. Therefore, we introduce the following notation:

[P (Ri)] (α) def=
m∑

j=1

αj1{Aj ⊂ Ri}. (3.3)

Then the optimization problem can be written as follows:

α̂ = argmaxα∈Rm

n∑

i=1

log ([P (Ri)] (α)) (3.4)

such that αj ≥ 0 for j = 1, . . . , m and
∑m

j=1 αj = 1.

We can also reformulate Turnbull’s second lemma:

Lemma 3.2 The MLE is indifferent to where the probability mass is placed within the inner
rectangles.

Proof: This follows immediately from the form of (3.2). 2

Thus, just as in Turnbull’s model, the vectors α define equivalence classes on the space of
bivariate distribution functions which assign no mass outside the set of inner rectangles. We
say that two such functions are equivalent if they have the same α-vectors. All functions in
the same equivalence class have the same likelihood by Lemma 3.2. Lemma 3.1 shows that
we can restrict our search for an MLE to these classes. Therefore, the MLE will, at best,
be unique only up to these equivalence classes. Gentleman and Vandal [20] call this form
of non-uniqueness representational non-uniqueness.

Example 3.3 The data set in Figure 3.1 gives the following 5-dimensional optimization
problem:

max
α∈R5

6∑

i=1

log([P (Ri)](α))

=
maxα∈R5 {log(α1) + log(α1 + α3) + log(α1 + α2) + log(α2 + α4)+

log(α3 + α4) + log(α5)}

subject to αj ≥ 0 for j = 1, . . . , 5 and
∑5

j=1 αj = 1. This problem has a unique solution
in α: α̂1 = 1/2, α̂2 = 0, α̂3 = 0, α̂4 = 1/3, and α̂5 = 1/6.

13



R5

R3

R2

A5
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R1

A3

R4
R6

A4

Figure 3.1: A simple example of 6 observations.

3.2 Optimality conditions

Before we derive necessary and sufficient conditions characterizing the solution α̂, we show
that α̂ exists.

Theorem 3.4 An MLE α̂ always exists.

Proof: The set {α ∈ Rm : αj ≥ 0, j = 1, . . . ,m,
∑m

j=1 αj = 1} over which (3.2) is maxi-
mized is a bounded and closed set in Rm, and therefore compact. The object function in
(3.2) is continuous in α, and a continuous function on a compact set attains its maximum.
2

Song [44] gives various versions of optimality conditions for bivariate current status data
and for his bivariate “in-out” data. We give optimality conditions for bivariate censoring
problems in general, based on Lemma 2.1, Corollary 2.1, and a slightly modified version
of Corollary 2.2 from section 2.2 of Jongbloed [31]. We first state these lemmas, and then
apply them to our specific problem.

Let φ be a smooth function defined on Rm. A convex cone K is a convex subset of Rm

such that
α ∈ K ⇒ c · α ∈ K, for all c ≥ 0.

We write ∇φ for the vector of partial derivatives of φ,

∇φ(α) =
(

∂

∂α1
φ(α), . . . ,

∂

∂αm
φ(α)

)T

,
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and 〈·, ·〉 for the usual inner product in Rm.

Lemma 2.1 of [31] gives necessary and sufficient conditions for α̂ to be the minimizer of
φ over a convex cone K ∈ Rm.

Lemma 3.5 (Lemma 2.1 of [31]) Let φ : Rm → (−∞,∞] be a continuous convex function,
where we endow (−∞,∞] with the usual topology of the extended real line. Let φ be contin-
uously differentiable on the set {α ∈ Rm : φ(α) < ∞} and let K ⊂ Rm be a convex cone.
Then

α̂ = argminK (φ(α))

if and only if α̂ ∈ K satisfies

〈α,∇φ(α̂)〉 ≥ 0 for all α ∈ K
〈α̂,∇φ(α̂)〉 = 0.

Proof: This lemma can be proved using the Karush-Kuhn-Tucker theorem or (Lagrange
or Fenchel) duality theorems. Jongbloed [31] gives an elementary proof. 2

A cone is said to be finitely generated if there exist finitely many vectors ν(1), . . . , ν(k) ∈
K such that

α ∈ K ⇒ ∃β1, . . . , βk ≥ 0 such that α =
k∑

j=1

βjν
(j).

Whenever the cone K is finitely generated, the optimality conditions in Lemma 3.5 can be
simplified.

Lemma 3.6 (Corollary 2.1 of [31]) Let φ : Rm → (−∞,∞] be a continuous convex function
such that φ is continuously differentiable on the set {α ∈ Rm : φ(α) < ∞}. Let K ⊂ Rm be
a convex cone generated by the vectors ν(1), . . . , ν(k). Then

α̂ = argminK (φ(α))

if and only if α̂ ∈ K satisfies

〈ν(j),∇φ(α̂)〉 =
{ ≥ 0 for all 1 ≤ j ≤ k

= 0 if β̂j > 0.

Here the nonnegative numbers β̂1, . . . , β̂k satisfy

α̂ =
k∑

j=1

β̂jν
(j).

Proof: See Jongbloed [31]. 2
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Finally, Jongbloed states that for a special type of object function φ, the problem of
minimizing φ over the intersection of a convex cone K and a hyperplane A in Rm can be
reduced to the problem of minimizing another function over the whole cone K. Jongbloed
shows this for an object function of the following form:

ψ(α) =
{ − 1

m

∑m
j=1 log(αj) if αj > 0 for j = 1, . . . , m

∞ if αj ≤ 0 for some j.
(3.5)

and an affine subset A = {α : cT α = b} for some 0 6= c ∈ Rm and 0 6= b ∈ R. In
bivariate censoring problems, we have the same affine subspace, but a slightly different
object function:

−ln(α) =
{ −∑n

i=1 log ([P (Ri)] (α)) if [PFm(Ri)] (α) > 0 for i = 1, . . . , n
∞ if [PFm(Ri)] (α) ≤ 0 for some i.

. (3.6)

Thus, for bivariate censoring problems, the argument of the logarithm can not be found
back directly in the definition of the affine subspace. However, we show that Jongbloed’s
Corollary also holds in this case.

Lemma 3.7 (Similar to Corollary 2.2 of [31]) Let K be a convex cone and let −ln be defined
as in (3.6). Let c 6= 0 be a vector in Rm and A the affine subset of Rm given by

A = {α : cT α = b}

for some b 6= 0. Then

argminK∩A (−ln(α)) = argminK
(
−ln(α) +

n

b
cT α

)
.

Proof: We can include the linear restriction cT α = b in the object function −ln via the
Lagrangian multiplier λ to obtain the function

−ln,λ(α) = −ln(α) + λ(cT α− b).

On K∩A this function coincides with −ln. When α̂λ minimizes −ln,λ over K, and cT α̂λ = b,
then α̂λ surely minimizes −ln over K∩A. Note that −ln,λ satisfies the conditions stated in
Lemma 3.5. By applying the equality part of this lemma it follows that

m∑

j=1

α̂λ,j

(
−

n∑

i=1

1{Aj ⊂ Ri}
[P (Ri)](α̂λ)

+ λcj

)
= 0.

Using (3.3) this reduces to λcT α̂λ = n. Thus, in order to fulfill the constraint cT α̂λ = b, we
need λ = n/b. Therefore

argminK∩A (−ln(α)) = argminK
(
−ln(α) +

n

b
cT α

)
,

which was to be proved. 2
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Now we have all the tools to derive necessary and sufficient conditions for α̂ to be the
minimizer of the MLE in bivariate censoring problems, i.e. for α̂ to be

argminK∩A (−ln(α)) ,

where −ln(α) is defined in (3.6), K = {α ∈ Rm : αj ≥ 0 for all j = 1, . . . , m} and A =
{α ∈ Rm : 1T α = 1} with 1 ∈ Rm the all one vector. We define

φn(α) def= −ln(α) + n1T α. (3.7)

Lemma 3.8 A mass vector α̂ = (α̂1, . . . , α̂m) ∈ K∩A maximizes the log likelihood function
of bivariate censored data defined in (3.6) if and only if

〈α,∇φn(α̂)〉 ≥ 0 for all α ∈ K (3.8)

and

〈α̂,∇φn(α̂)〉 = 0 ; (3.9)

or, equivalently, if and only if

n∑

i=1

[P (Ri)] (α)
[P (Ri)] (α̂)

≤ n
m∑

j=1

αj for all α ∈ K (3.10)

and

m∑

j=1

α̂j = 1; (3.11)

or, equivalently, if and only if

∂φn(α̂)
∂αj

{ ≥ 0 for all 1 ≤ j ≤ m
= 0 if α̂j > 0 ;

(3.12)

or, equivalently, if and only if

n∑

i=1

1{Aj ⊂ Ri}
[P (Ri)] (α̂)

≤ n for all j = 1, . . . , m (3.13)

and

m∑

j=1

α̂j = 1. (3.14)
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Proof: We first use Lemma 3.7 with c = 1 and b = 1 to reduce the problem to an opti-
mization problem of φn over the convex cone K:

argminK∩A (−ln(α)) = argminK
(−ln(α) + n1T α

)
= argminK (φn(α)) .

Now we can use Lemma 3.5, which results in conditions (3.8) and (3.9) directly. The vector
of partial derivatives of φn(α) is given by

∇(φn(α)) =

(
−

n∑

i=1

1{A1 ⊂ Ri}
[P (Ri)](α)

+ n, . . . ,−
n∑

i=1

1{Am ⊂ Ri}
[P (Ri)](α)

+ n

)
.

Substituting this expression for ∇φn(α̂) in conditions (3.8) and (3.9) gives

m∑

j=1

n∑

i=1

αj1{Aj ⊂ Ri}
[P (Ri)](α̂)

≤ n
m∑

j=1

αj for all α ∈ K (3.15)

and
m∑

j=1

n∑

i=1

α̂j1{Aj ⊂ Ri}
[P (Ri)](α̂)

= n
m∑

j=1

α̂j . (3.16)

Using (3.3) we get (3.10) and (3.11).
Since for every α ∈ K we can write α =

∑m
j=1 ejαj , where ej is the unit vector with

a 1 at the jth entry, K is finitely generated by the vectors e1, . . . , em. Thus we can apply
Lemma 3.6 to φn(α) with k = m, ν(j) = ej and βj = αj . This yields:

〈ej ,∇φn(α̂)〉
{ ≥ 0 for all 1 ≤ j ≤ m

= 0 if α̂j > 0,

which is equivalent to (3.12). Substituting the expression for ∇φn(α̂) yields

n∑

i=1

1{Aj ⊂ Ri}
[P (Ri)] (α̂)

≤ n for j = 1, . . . ,m (3.17)

and
n∑

i=1

1{Aj ⊂ Ri}
[PFm(Ri)] (α̂)

= n if α̂j > 0. (3.18)

Multiplying the equations in (3.18) by α̂j for each j and summing over j gives

m∑

j=1

α̂j = 1, (3.19)

so that we get conditions (3.13) and (3.14). 2
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Several propositions and corollaries of Song [44] are special cases of this lemma. His
Proposition 2.1.2 is a special case of conditions (3.8) and (3.9) for bivariate current status
data. His Proposition 2.1.3 is the special case of these conditions for bivariate “in-out”
data. His Corollary 2.1.2 and Corollary 2.1.5 are special cases of conditions (3.10) and
(3.11) for bivariate current status data and bivariate “in-out” data respectively. Finally,
his Corollary 2.1.1 and Corollary 2.1.4 are special cases of conditions (3.13) and (3.14) for
bivariate current status data and bivariate “in-out” data respectively.

3.3 Relation to graph theory

In this section, we focus on the relation between the maximal intersection sets and graph
theory, based on findings of Gentleman and Vandal [20]. We first introduce some graph
theory, mainly taken from Golumbic [23].

Let G = (V,E) be an undirected graph, where V is the set of vertices and E is a
collection of edges, where each edge is a pair of vertices. We say that two vertices v and w
are adjacent in G if there is an edge between v and w, i.e. if vw ∈ E. The adjacency set of
v is the set of all vertices that are adjacent to v: Adj(v) = {w ∈ V : vw ∈ E}. A graph is
called complete if every pair of distinct vertices is adjacent.

A (partial) subgraph of G = (V, E) is defined to be any graph G′ = (V ′, E′) such that
V ′ ⊂ V and E′ ⊂ E. Given a subset A ⊂ V of the vertices, we define the subgraph induced
by A to be GA = (A,EA), where EA = {xy ∈ E : x ∈ A, y ∈ A}.

A subset of M ⊂ V of r vertices is called an r-clique1 if it induces a complete subgraph.
In other words, a set M of r vertices is called an r-clique if every pair of distinct vertices
in M is adjacent. A clique M is maximal if there is no clique of G which properly contains
M as a subset. A clique is maximum if there is no clique of G of larger cardinality. The
number of vertices in a maximum clique of G is denoted by ω(G) and is called the clique
number of G. Every finite graph has a finite number of maximal cliques that we denote by
M = {M1, . . . , Mm}.

From an undirected graph G we can derive a maximal cliques-versus-vertices incidence
matrix. If all maximal cliques are included, this matrix is called the clique matrix. Assuming
that there are n vertices and m maximal cliques, this matrix is of size m× n. It is unique
up to permutations of the rows and columns.

A sequence of vertices (v0, v1, . . . , vk) in an undirected graph G is called a chain of length
k in G if vi−1vi ∈ E for i = 1, 2, . . . , k. A graph G is called connected if between any two
vertices there exists a chain in G joining them.

A sequence of vertices (v0, v1, . . . , vk, v0) is called a cycle of length k + 1 if vi−1vi ∈ E
for i = 1, . . . , k and vkv0 ∈ E. A cycle (v0, v1, . . . , vk) is called a simple cycle if vi 6= vj for
i 6= j. A simple cycle (v0, v1, . . . , vk) is called chordless if vivj /∈ E for i and j differing more
than 1 modulo k + 1. Phrased differently, a simple cycle is chordless if no proper subset of
it is a cycle.

1Instead of the terms clique and maximal clique, some authors use the terms complete subgraph and
clique respectively.
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Figure 3.2: (a) A triangulated graph. (b) Not a triangulated graph. (c) A triangulated graph that is not
an interval graph (taken from [23]).

Let S be a family of sets. The intersection graph of S is obtained by representing each
set in S by a vertex and connecting two vertices by an edge if and only if their corresponding
sets intersect. When S is allowed to be an arbitrary family of sets, Marczewski [36] showed
that the class of graphs obtained as intersection graphs is simply the class of all undirected
graphs. The intersection graph of a family of intervals on a linearly ordered set (like the
real line) is called an interval graph. Or, an undirected graph G is called an interval graph if
its vertices can be put into a one-to-one correspondence with a set of intervals I on the real
line such that two vertices are connected by an edge of G if and only if their corresponding
intervals have nonempty intersection. The set I is called an interval representation of G.
Each maximal clique in an intersection graph has a real representation that is given by
the intersection of the members of the maximal clique. Thus, when we denote the real
representation of a maximal clique Mj by Aj , we have:

Aj =
⋂

S∈Mj

S.

Analogous to the term interval graph, the intersection graph of a family of rectangles is
called a rectangle intersection graph. Finally, we can form intersection graphs not only of
the data, but also of the maximal cliques. In such a graph, called a clique graph, the nodes
represent maximal cliques, and two nodes Mj and Mk are joined by an edge if and only
if Mj and Mk have nonempty intersection, i.e. if there is at least one set in S that is an
element of both Mj and Mk.

A graph is called triangulated if every cycle of length strictly greater than 3 possesses
at least one chord, i.e. an edge joining two nonconsecutive vertices of the cycle. Figure
3.2(a) shows an example of a triangulated graph. The graph in Figure 3.2(b) may appear
triangulated, but it is not since it contains a chordless cycle {1, 2, 5, 4} of length 4. Being
triangulated is an hereditary property inherited by all the subgraphs induced by G. Hajös
[29] showed that every interval graph is triangulated. However, not every triangulated
graph is an interval graph. For example, there exists no interval representation for the
triangulated graph in Figure 3.2(c). The interval I3 overlaps I2, I4 and I6. Since I2, I4 and
I6 are mutually exclusive, one of them must be in the middle, say I2. Then I3 must properly
include I2. Thus, it is impossible to place interval I1 in such a way that it intersects with
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Figure 3.3: (a) Intersection graph of the rectangles given in Figure 3.1. (b) Clique graph of the rectangles
given in Figure 3.1

I2 but not with I3.
A vertex v of G is called simplicial if its adjacency set Adj(v) induces a complete

subgraph of G. In other words, v is simplicial if Adj(v) is a clique. For example, consider
the graph in Figure 3.2(a). Node 1 is a simplicial vertex since its adjacency set {2, 3} is a
clique. Node 6 is no simplicial vertex since its adjacency set {4, 5, 7} is not a clique. No
node in Figure 3.2(b) is simplicial. We use the term essential clique for a maximal clique
that contains a simplicial vertex, analogous to Gentleman and Vandal [21]. In Figure 3.2(a),
the essential cliques are {1, 2, 3} and {6, 7}.

Let σ = (v1, v2, . . . , vn) be an ordering of the vertices of G. We say that σ is a perfect
elimination scheme if each vi is a simplicial vertex of the induced subgraph G{vi,...,vn}. In
other words, each set

Bi = {vj ∈ Adj(vi) : j > i}
must be complete. For example, a perfect elimination scheme for the graph in Figure 3.2(a)
is given by (1, 2, 3, 4, 5, 6, 7).

Triangulated graphs have many nice properties, from which we use the following two in
the next section. Dirac [16] proved that every triangulated graph has a simplicial vertex.
Together with the fact that triangulation is an hereditary property, this implies that every
triangulated graph has a perfect elimination scheme. This was proved by Fulkerson and
Gross [18].

Now suppose that we observe data w1, . . . , wn with a corresponding set of observation
rectangles R = {R1, . . . , Rn}. We can consider the intersection graph of these rectangles.
Thus, with each observation rectangle we associate a vertex, and two vertices are joined by
an edge if and only if their corresponding rectangles intersect. Figures 3.3(a) and 3.3(b)
display the intersection graph and the clique graph of the rectangles given in Figure 3.1
respectively. Note that both graphs have a chordless cycle of length 4. Therefore, they
are not triangulated. The intersection graph has 5 maximal cliques: M1 = {R1, R2, R3},
M2 = {R3, R4}, M3 = {R2, R5}, M4 = {R4, R5}, and M5 = {R6}. The real representations
of these maximal cliques are A1 = R1∩R2∩R3, A2 = R3∩R4, A3 = R2∩R5, A4 = R4∩R5,
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and A5 = R6. These real representations are exactly the inner rectangles at which the MLE
can place probability mass. The clique matrix A of the intersection graph is:

A =




1 1 1 0 0 0
0 0 1 1 0 0
0 1 0 0 1 0
0 0 0 1 1 0
0 0 0 0 0 1




,

where aji = 1{Aj ⊂ Ri}. The jth row of A indicates which rectangles are in maximal clique
Mj and the ith column of A indicates which maximal cliques contain Ri. Using this clique
matrix, we have

[P (Ri)](α) = (AT α)i. (3.20)

This allows us to write optimization problem (3.2) as:

α̂ = argmaxα∈Rm

n∑

i=1

log(AT α)i (3.21)

Thus, the clique matrix determines α̂ completely. Once the clique matrix is known, neither
the data nor the observation rectangles are needed to determine α̂.

3.4 Non-uniqueness

Let PF (R) denote the vector (PF (R1), . . . , PF (Rn))T . In the following theorem we show we
can estimate PF (R) uniquely.

Theorem 3.9 The log likelihood (3.1) is strictly concave in PF (R). Thus, the MLE esti-
mates the probabilities PF (R1), . . . , PF (Rn) of the observation rectangles uniquely.

Proof: Let F1, F2 ∈ F such that PF1(Ri) 6= PF2(Ri) for at least one i ∈ {1, . . . , n}. Let
λ ∈ (0, 1). The space F is convex, so λF1 + (1 − λ)F2 is also in F . The logarithm is a
strictly concave function. Thus, for x, y ≥ 0, log(λx + (1− λ)y) ≥ λ log(x) + (1− λ) log(y)
and equality holds if and only if x = y. This implies

ln(λF1 + (1− λ)F2)

=
n∑

i=1

log
[
PλF1+(1−λ)F2

(Ri)
]

=
n∑

i=1

log [λPF1(Ri) + (1− λ)PF2(Ri)]

>
n∑

i=1

λ log[PF1(Ri)] + (1− λ) log[PF2(Ri)]

= λln(F1) + (1− λ)ln(F2).
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Figure 3.4: Example of mixture non-uniqueness. (a) The observation rectangles. (b) The corresponding
intersection graph. (c) The corresponding clique graph.

Thus the log likelihood is strictly concave in PF (R). A strictly concave function has at
most one maximizer, and therefore we can estimate the probabilities PF (R1), . . . , PF (Rn)
uniquely. 2

Note that the log likelihood is concave in F , but not strictly concave. This is caused by the
fact that two different functions F1, F2 ∈ F can yield the same vector (PF (R1), . . . , PF (Rn)),
and in that case we get equality in the fourth line of the equations above. Thus, we cannot
infer that we can estimate F uniquely. The same holds for α. The log likelihood (3.2) is
concave in α but not strictly concave. This can give non-uniqueness in α as we see in the
next example.

Example 3.10 Figure 3.4(a) shows a data set. Figures 3.4(b) and 3.4(c) show the corre-
sponding intersection graph and clique graph. This data set results in the following opti-
mization problem:

max
α∈R4

4∑

i=1

log([PFm(Ri)](α))

= max
α∈R4

{log(α4 + α1) + log(α1 + α2) + log(α2 + α3) + log(α3 + α4)}

subject to αj ≥ 0 for j = 1, . . . , 4 and
∑4

j=1 αj = 1. The solution of this problem is
given by: α1 = α3 = 1/2− x and α2 = α4 = x for some x ∈ [0, 1/2]. Thus, the solution is
not unique in α. Note however that P (Ri) = 1/2 for i = 1, . . . , 4, independent of the value
of x. Therefore, the MLE gives a unique estimate for the probabilities of the observation
rectangles.

Thus, besides the representational non-uniqueness that follows from Lemma 3.2, there is
a second type of non-uniqueness in the MLE that is caused by the fact that the masses
assigned to the inner rectangles need not be unique. Gentleman and Vandal [20] call the
latter mixture non-uniqueness.
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By assuming that all probability mass is placed at the upper right corners of the inner
rectangles, we can eliminate the representational non-uniqueness. But even after making
this assumption, the MLE need not be uniquely determined in the corners of the observation
rectangles. We can see this in Example 3.10. Assuming that the mass is placed at the upper
right corners of the inner rectangles, the MLE in the upper right corner and lower right
corner of R2 takes on the values 1/2 + x and x respectively, with x ∈ [0, 1/2].

3.4.1 Algebraic conditions for mixture uniqueness

Recall that m denotes the number of inner rectangles. It is possible to give sufficient
conditions for the MLE to be unique in α. We start with a theorem from Gentleman and
Vandal [20]:

Theorem 3.11 (Theorem 4.3 of [20]) The MLE of α, α̂, is unique if the rank of A is m.

Proof: Gentleman and Vandal do not prove the theorem in the cited paper. However, a
proof is given in section 2.3 of Gentleman and Geyer [19]. This proof is based on the fact
that the log likelihood function is strictly convex if its Hessian is strictly positive definite,
and this happens if the rank of A is m.

We give a slightly different proof. Let α̂ be an MLE. Let

[P (R)](α̂) def= ([P (R1)](α̂), . . . , [P (Rn)](α̂))T .

Using (3.20) we can write
AT α̂ = [P (R)](α̂).

Since the MLE estimates the probabilities of the observation rectangles uniquely, the right
hand side of this equation is fixed. From basic theory in linear algebra we know that Ax = b
has a unique solution if the columns of A are independent, i.e. if the rank of A is equal to
its number of columns. Thus, since AT is an n×m matrix, the MLE is unique in α if the
rank of A equals m. 2

This sufficient condition for uniqueness is not very useful in practice. Typically, the number
of maximal cliques is bigger than the number of observation rectangles since the number of
maximal cliques is of order O(n2). The rank of A can never be bigger than the minimum
of n and m, and therefore the rank will not equal m in general.

Gentleman and Geyer [19], also state weaker conditions for uniqueness. By applying
Theorem 9.3.2 of Fletcher [17] to the maximum likelihood problem, in our notations they
obtain the following. Let α̂ be a solution of the Kuhn Tucker conditions with Lagrangian
multipliers µj :

m∑

j=1

αj = 1, (3.22)

αj ≥ 0, µjαj = 0, µj ≥ 0,
n∑

i=1

1{Aj ⊂ Ri}
[P (Ri)](α)

+ µj = n, (3.23)
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where the (in)equalities in (3.23) have to hold for j = 1, . . . ,m. Define

W = {w ∈ Rm : wj = 0 if µj > 0; wj ≥ 0 if α̂j = 0;
m∑

j=1

wj = 0}.

Let H = ADAT be the Hessian of the log likelihood function, with A the clique matrix
and D the diagonal matrix with elements −1/[PFm(Ri)]2(α). Then the maximum likelihood
estimate α̂ is unique if, for all 0 6= w ∈ W:

wT Hw < 0. (3.24)

By dropping some of the constraints and verifying (3.24) for the bigger set

W ′ = {w ∈ Rm : wj = 0 if µj > 0},
Gentleman and Geyer give a condition that is easier to verify in Theorem 1 of [19], which
we mention here for completeness.

Theorem 3.12 (Theorem 1 of [19]) A sufficient condition for uniqueness of the maximum
likelihood estimate is that the matrix A2, consisting of the columns of AT corresponding to
j such that µj = 0 has rank equal to its number of columns.

3.4.2 Graph theoretic conditions for mixture uniqueness

The MLE α̂ is completely determined by the clique matrix, or equivalently, by the inter-
section graph. Therefore, it must be possible to determine from a given intersection graph
whether the MLE is unique in α or not. That is our topic of study in this section. Gen-
tleman and Vandal ([20] and [21]) state that chordless 4+ cycles (cycles of length 4 and
bigger) can cause mixture non-uniqueness, since under some restrictions the probability
mass can be moved around the cycle without changing the likelihood. We make this state-
ment more precise, and show that only the chordless 4+ cycles with an even length can
cause mixture non-uniqueness. It is not true that every even chordless 4+ cycle causes
mixture non-uniqueness. For example, Figure 3.3(a) contains a chordless cycle of length 4
while the MLE is unique in α.

A first step in the categorization of graphs into graphs that give a mixture unique
solution and graphs that give a mixture non-unique solution is the observation that it is
sufficient to consider connected graphs only. If a graph is not connected, it consists of
a number of connected maximal subgraphs. The uniqueness of the entire graph is then
determined by the uniqueness of these subgraphs. The entire graph has a mixture unique
solution if and only if each connected subgraph has a mixture unique solution.

A simple example of a graph that gives a mixture unique solution is a complete graph.
A complete graph is a maximal clique itself. Therefore it contains one inner rectangle A1,
and the MLE is α̂1 = 1.

An important class of graphs that give a mixture unique solution are triangulated graphs.
Gentleman and Vandal [21] proof this result by showing that the clique matrix of a trian-
gulated graph has rank m, and then applying Theorem 3.11. We give a proof using only
the structure of the graph. To do this, we need a lemma first.
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Lemma 3.13 A vertex in the intersection graph is simplicial if and only if its corresponding
observation rectangle contains exactly one inner rectangle.

Proof: We first prove ⇐. Let R be an observation rectangle with corresponding vertex v
in the intersection graph. If R contains exactly one inner rectangle, {v} ∪ Adj(v) must be
a clique. Therefore, Adj(v) is a clique and v is a simplicial vertex.

We now prove ⇒. Note that an observation rectangle always contains at least one inner
rectangle. We prove by contradiction that the rectangle corresponding to a simplicial vertex
cannot contain more than one inner rectangle. Suppose that rectangle Ri is a simplicial
vertex of the intersection graph and that it contains at least two inner rectangles. Then
Ri must be in at least two maximal cliques, say Ri ∈ Mj and Ri ∈ Mk. Since Ri is a
simplicial vertex, its adjacency set is a clique. All nodes in the maximal cliques must be
in the adjacency set, and therefore Mj ∪Mk must be a clique. But this is a contradiction
since Mj and Mk were maximal cliques. 2

This lemma, together with Theorem 3.9 form the basis for our proof that triangulated
graphs give mixture unique solutions.

Lemma 3.14 A triangulated graph gives a mixture unique solution.

Proof: Recall from section 3.3 that a triangulated graph always has a simplicial vertex,
and that it has a perfect elimination scheme. Take a simplicial vertex, say v0. According to
Lemma 3.13 the corresponding observation rectangle contains exactly one inner rectangle.
Using Theorem 3.9 this implies that the probability mass that is assigned to this inner
rectangle is unique. Then we look at the induced subgraph Gv1,...,vn . Triangulation is an
hereditary property, and therefore this graph is also triangulated. Thus, it must have a
simplicial vertex, say v1. By Lemma 3.13 the corresponding observation rectangle contains
one inner rectangle for which it has not been determined yet that its mass is unique. Hence,
the mass in this inner rectangle must be uniquely determined. It then follows by induction
that the mass in all inner rectangles is uniquely determined. Thus, we can conclude that a
triangulated graph always has a unique solution in α. 2

A complete graph and a tree are special cases of a triangulated graph. By Lemma 3.14, it
follows that they have mixture unique solutions. Furthermore, Lemma 3.14 directly implies
the well-known fact that the MLE for univariate interval censored data is mixture unique,
since every interval graph is triangulated.

As observed by Gentleman and Vandal, it follows from Lemma 3.14 that chordless 4+
cycles must be present in graphs that have a mixture non-unique solution. However, we
make this statement more precise and show that only chordless cycles with an even length
can cause mixture non-uniqueness. The following two lemmas distinguish between even and
odd cycles.

Lemma 3.15 An intersection graph consisting of a single even cycle gives a mixture non-
unique solution.
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Figure 3.5: (a) An even cycle, n = 8. (b) An odd cycle, n = 7.

Proof: Suppose we have an even cycle of size n. Then there are m = n maximal cliques
of size 2: A1, . . . , An. Without loss of generality, we can assume that the observation
rectangles and the inner rectangles are numbered as in Figure 3.5(a). The maximization
problem becomes:

max
(α1,...,αn)

log(α1 + α2) + log(α2 + α3) + log(α3 + α4) + · · ·+ log(αn−1 + αn) + log(αn + α1)

such that αj ≥ 0, j = 1, . . . , n and
∑n

j=1 αj = 1. The following solution satisfies the
necessary and sufficient conditions for the optimum, given in condition (3.12) of Lemma
3.8:

α̂1 = α̂3 = α̂5 = · · · = α̂n−1 = x,

α̂2 = α̂4 = α̂6 = · · · = α̂n = 2/n− x,

for x ∈ [0, 2/n]. Thus, the solution is not unique in α. 2

Lemma 3.16 An intersection graph consisting of a single odd cycle gives a mixture unique
solution.

Proof: Suppose we have an odd cycle of size n. Then there are m = n maximal cliques
of size 2: A1, . . . , An. Without loss of generality, we can assume that the observation
rectangles and the inner rectangles are numbered as in Figure 3.5(b). The maximization
problem becomes:

max
(α1,...,αn)

log(α1 + α2) + log(α2 + α3) + log(α3 + α4) + · · ·+ log(αn−1 + αn) + log(αn + α1)
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such that αj ≥ 0, j = 1, . . . , n and
∑n

j=1 αj = 1. The vector

α̂1 = α̂2 = α̂3 = · · · = α̂n = 1/n.

fulfills the necessary and sufficient conditions for the optimum. The rank of the clique
matrix A equals its number of columns, and therefore it follows via Theorem 3.11 that the
solution is unique in α. 2

It is perhaps more insightful to explain the difference between even and odd cycles by
considering if it is possible to change the mass in the inner rectangles without changing the
mass in the observation rectangles. Consider the even cycle given in Figure 3.5(a). Suppose
we have a solution given by α̂. We now take x = min{α̂1, . . . , α̂n}, and try to move this
mass around. Suppose that we move mass x from A1 to A2. Then observation rectangle
R1 contains too little mass, and R3 contains too much. We can repair this by moving mass
x from A3 to A8. However, now R4 contains too little mass and R8 contains too much. We
can repair this by moving mass x from A7 to A4. This in turn changes the mass in the
observation rectangles R5 and R6, but this can be repaired by moving mass x from A5 to
A6. Thus, it is possible to move mass x around while not changing the mass that is assigned
to the observation rectangles. We found a new solution: α̂′i = α̂i − x for i = 1, 3, 5, 7 and
α̂′i = α̂i + x for the even i = 2, 4, 6, 8.

In an odd cycle, this is not possible because we do not have an even number of inner
rectangles. In the graph shown in Figure 3.5(b), we see that in the end we cannot correct the
mass of R6 and R5. Thus, moving mass x results in a change of mass in the observation rect-
angles. This is not allowed, and therefore it is not possible to move any mass in an odd cycle.

We saw that chordless even cycles can cause non-uniqueness. However, not every even
cycle does this. Suppose for example that we have an even cycle as in Figure 3.5(a), but
with one additional rectangle R9 that intersects with R1 and R2. Then we’ll have the same
inner rectangles. However, it is now impossible to change the mass in inner rectangle A1,
because that would mean that we change the mass in R9. In such a situation, where the
mass for at least one inner rectangle is fixed, the solution is unique in α.

Lemma 3.17 An even cycle gives a mixture unique solution as soon as one of the cliques
in the cycle has a fixed probability mass assigned to it.

Proof: Recall the proof of Lemma 3.15. We saw that there is one degree of freedom in an
even cycle. As soon as one of the cliques has a fixed mass, this fixes the degree of freedom
and makes the solution unique in α. 2

We can conclude that we now have more insight concerning which graphs give mixture
unique solutions, and which graphs give mixture non-unique solutions. Only graphs that
contain even chordless cycles can given mixture non-unique solutions.

28



3.5 Further reduction

Recall from section 3.1 that it is possible to reduce the infinite dimensional optimization
problem to a finite dimensional problem. The MLE can only place mass at the finite set of
disjoint inner rectangles. However, in practice it turns out that many of the inner rectangles
get zero mass. Since the time that is needed for the optimization step heavily depends on
the number of possible mass support areas, it is desirable to reduce the number of possible
mass support areas as much as possible. Therefore, it would be interesting to try to find
characteristics of inner rectangles that do not get mass, so that they can be eliminated be-
fore the optimization step. To our knowledge, people haven’t looked at this problem before.

Lemma 3.18 The inner rectangle Aj corresponding to a maximal clique Mj in the inter-
section graph must get positive mass if there is an observation rectangle in Mj that is not
contained in any other maximal clique.

Proof: Suppose that Mj contains an observation rectangle Ri that is not contained in any
other maximal clique. This means that Ri contains only 1 inner rectangle, namely Aj .
Thus, assigning zero mass to inner rectangle Aj implies that Ri contains zero mass. This
is not allowed as we saw in section 3.1. 2

In other words, all maximal cliques that contain a simplicial vertex must get positive mass.
In terms of the clique matrix A, one can scan through the columns of A to find a column
that contains only one 1. Suppose that the 1 occurs at the jth row. Then inner rectangle
Aj must get positive mass.

Thus, only inner rectangles Aj can get zero mass if all observation rectangles in the
corresponding maximal clique Mj are contained in at least one other maximal clique. Then,
the MLE will distribute the mass in such a way that cliques with larger cardinality get more
mass. We conjecture the following:

Conjecture 3.19 Let Aj be an inner rectangle corresponding to a maximal clique Mj in
the intersection graph. Let |Mj | denote the cardinality of Mj and let Adj(Mj) denote its
adjacency set in the clique graph. Then Aj will get 0 mass if the subgraph induced by
Mj contains no simplicial vertex and if |Mj | ≤ |Mk| for all Mk ∈ Adj(Mj) where strict
inequality must hold for at least one Mk ∈ Adj(Mj).
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Chapter 4

Computational aspects of the
parameter reduction

Recall from section 3.1 that we can write the MLE α̂ as:

α̂ = argmaxα∈Rm

n∑

i=1

log




m∑

j=1

αj1{Aj ⊂ Ri}

 . (4.1)

To write the MLE in this form, we need an algorithm to compute the inner rectangles
A1, . . . , Am. However, instead of finding the inner rectangles Aj , it is sufficient to find
points tj ∈ Aj , j = 1, . . . , m. This is stated in the following lemma:

Lemma 4.1 Let tj ∈ Aj, j = 1, . . . ,m. Then

1{Aj ⊂ Ri} = 1{tj ∈ Ri} for j = 1, . . . , m, i = 1, . . . , n. (4.2)

Proof: We prove that {Aj ⊂ Ri} = {tj ∈ Ri} by showing that Aj ⊂ Ri ⇒ tj ∈ Ri and
Aj ⊂/ Ri ⇒ tj /∈ Ri. The first part is trivial. For the second part, note that Aj = ∩k∈βRk

for some β ⊂ {1, 2, . . . , n}. Hence, Aj ⊂/ Ri implies that Aj ∩Ri = ∅, so that tj /∈ Ri. 2

Thus, we can write the MLE as

α̂ = argmaxα∈Rm

n∑

i=1

log




m∑

j=1

αj1{tj ∈ Ri}

 , (4.3)

where tj ∈ Aj for j = 1, . . . , m. Working with the points tj is preferable over working with
the Aj ’s, since it takes more computations to evaluate if a rectangle is a subset of another
rectangle than to evaluate if a point is in a rectangle. Analogous to Song [44], we take the
tj ’s to be the upper right corners of the inner rectangles. It is important to note that the
points tj are merely used to speed up the computation of the αj ’s. The choice of these
points does not imply anything about the distribution of mass within the inner rectangles.
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In section 3.3 we saw that we can also write the MLE as:

α̂ = argmaxα∈Rm log(AT α)i, (4.4)

where the m × n matrix A is the clique matrix, with Aji = 1{Aj ⊂ Ri}. Using (4.2), this
is equivalent to Aji = 1{tj ∈ Ri} for tj ∈ Aj . In order to write the MLE in this form, we
need an algorithm that computes the clique matrix A.

Therefore, there are essentially two types of reduction algorithms: algorithms that com-
pute the points tj , and algorithms that compute the clique matrix directly. These two types
of algorithms reflect a trade-off between time and space. Given that the number of maximal
cliques is O(n2), algorithms of the first type require storage of O(n2) points, while algo-
rithms of the second type require storage of a matrix with O(n3) elements. But the lower
space bound for algorithms that compute the tj ’s comes at the cost of more computations,
since the indicator function 1{tj ∈ Ri} must be evaluated every time it is needed in the
optimization step. The space bound O(n3) for storing the clique matrix can be improved
when the clique matrix is sparse. In that case one can store (ordered) adjacency lists instead
of the entire clique matrix.

Note that any algorithm that computes the points tj can compute the clique matrix
in O(n3) time. Any algorithm that computes the clique matrix can compute the tj ’s in
the same time and space bounds. Thus, in this sense, algorithms that compute the clique
matrix give more information than algorithms that compute the points tj .

Gentleman and Vandal [20] propose an algorithm of complexity O(n5) to compute the
clique matrix. Song [44] proposes an algorithm of similar time complexity to compute the
points tj . A third comparable reduction algorithm is developed by Betensky and Finkelstein
[4]. All these algorithms are so computationally intensive that they form a bottleneck in
the calculation of the MLE.

In the field of graph theory, a significant amount of work has been done on a different
but related problem, namely that of calculating the clique number of a graph. This problem
is also known as the maximum clique problem. Two references are of special interest: Alon
[1] uses spectral techniques to find the clique number. It might be possible to adjust
his method for our purposes. Lee [33] gives an algorithm to find the clique number of a
rectangle intersection graph in O(n log n) time. Since his algorithm is specifically designed
for rectangle intersection graphs, it is very similar to our problem.

It is also possible to get around the calculation of the inner rectangles or the clique
matrix. Groeneboom (see Song [44]) uses a univariate approach for bivariate current status
data, where jumps in the marginal estimators determine a grid of points of possible mass
support. Groeneboom’s algorithm does not yield a full maximum likelihood estimator, and
was therefore named Pseudo Maximum Likelihood Estimator (PMLE). Song [44] carried
out comparisons between the PMLE and the full MLE. The computation of the PMLE
turned out to be significantly faster, and the properties of the estimator were very similar
to the full MLE. This indicates that it might be asymptotically equivalent to the full MLE.

32



In this project, we developed two algorithms to compute the inner rectangles. The first
one, that we call MaxCliqueFinder, is based on the algorithm of Lee [33]. Given a set of
iso-oriented rectangles, he considers the problem of finding the maximum number of rect-
angles whose common intersection is nonempty. He gives an optimal time O(n log n) and
minimal space O(n) algorithm using segment trees. MaxCliqueFinder is an extension of
Lee’s algorithm to calculate the clique matrix. The second algorithm that we developed,
called SimpleCliqueFinder, calculates the points tj in O(n2) time and O(n) space in a very
straightforward way. Both algorithms are written in terms of the observation rectangles, so
that they can be used universally for censored data problems in 1 or 2 dimensions. When
the algorithms are used for a new model, one only needs to write a new procedure to cal-
culate the observation rectangles from the data. The reduction algorithms do not require
any adjustment.

We discuss Lee’s algorithm in section 4.1. Section 4.2 describes the MaxCliqueFinder,
and 4.3 describes the SimpleCliqueFinder. In section 4.4 we compare the performance of
Song’s algorithm, MaxCliqueFinder and SimpleCliqueFinder.

4.1 Lee’s algorithm for the size of the maximum clique

Given a set of rectangles, Lee’s algorithm finds the largest number of rectangles whose
common intersection is nonempty. For the example in Figure 3.1 Lee’s algorithm gives
output 3.

Let R = {R1, . . . , Rn} be a set of rectangles, where each rectangle Ri is represented
as (x1i, x2i, y1i, y2i). The point (x1i, y1i) is the lower left corner and (x2i, y2i) is the upper
right corner. We call (x1i, x2i) the x-interval, and (y1i, y2i) the y-interval of Ri. We assume
that all x-coordinates and all y-coordinates are different, and that they take on values
in the set {0, 1, . . . , 2n − 1}. Of course, this assumption will not be satisfied in general,
but we can always transform the original rectangles in such a way that the assumption is
satisfied while the intersection structure of the transformed rectangles is the same as the
intersection structure of the original set.1 We denote the transformed rectangles by the term
canonical rectangles. Figure 4.1(a) displays the transformed rectangles that correspond to
the rectangles of Figure 3.1.

As Lee points out, it is easy to solve the maximum clique problem in O(n2) time by
considering all possible common intersection areas. We can make a grid determined by the
x- and y-coordinates of the canonical rectangles, similar to the grid we used in the proof of
Lemma 3.1. Then we calculate the number of rectangles that overlap at each grid cell, as
shown in Figure 4.1(b). This can be done in O(n2) time. After that, we just have to find
the global maximum of these numbers, which can also be done in O(n2) time.

To do it faster than this straightforward method, Lee employs a sweeping technique that
is commonly used in the area of computational geometry. The general idea is to sweep a
vertical line across the plane from left to right. When the left boundary of a rectangle is
encountered, the corresponding y-interval is inserted into a data structure. When the right

1Line segments and points are transformed in rectangles of width 1.
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Figure 4.1: (a) Canonical rectangles. (b) Height map of the canonical rectangles.

boundary of a rectangle is encountered, the corresponding y-interval is deleted from the
data structure. This sweeping process consists of 2n steps.

The sweeping technique exploits the fact that two rectangles have a nonempty intersec-
tion if and only if both their x-intervals and their y-intervals overlap. Mathematically,

Ri ∩Rj 6= ∅ ⇔ [x1i, x2i] ∩ [x1j , x2j ] 6= ∅ and [y1i, y2i] ∩ [y1j , y2j ] 6= ∅.

By using the sweeping technique, the overlap of the x-intervals and y-intervals is separated.
Two rectangles have overlapping x-intervals if and only if at some point during the sweeping
the y-intervals of both rectangles are in the data structure. Thus, in the data structure, all
that is left is to determine is whether the y-intervals overlap.

The segment tree
As data structure, Lee uses a segment tree. This is a binary tree structure as shown in Figure
4.2. The tree consists of nodes, that we number from 0 to NrNodes. The uppermost node
is called the root of the tree. The nodes at the lowest level of the tree are called the leaves.
All nodes except for the leaves are connected to two children, the left child and the right
child, below it. The offspring of a node is given by all the nodes that are below it in the
tree. With right offspring we denote the right child and all the offspring of the right child,
and similarly, the left offspring of a node is the left child of the node and all the offspring
of the left child. All nodes except for the root are connected to a parent above the node.
The ancestors of a node are given by all the nodes in the path from the node to the root.

For the tree given in Figure 4.2, node 0 is the root and nodes 15 to 30 form the leaves.
Node 4 is the parent of nodes 9 and 10, and conversely, nodes 9 and 10 are the children of
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Figure 4.2: Segment tree after adding the y-intervals (6, 11], (4, 10], (7, 9] and (3, 5] corresponding to R1,
R2, R3 and R5 respectively.

node 4, where 9 is the left child and 10 is the right child. The offspring of 4 is given by
9,10,19,20,21 and 22, where 9,19 and 20 form the left offspring and 10,21 and 22 form the
right offspring. The ancestors of node 4 are nodes 1 and 0.

Each node in the tree represents an interval on the y axis. The leaf nodes represent
intervals of length 1, the basic intervals. On the next level, each node represents an interval
of length 2 that is the union of the intervals represented by its two children. This process
continues to the root, which represents the entire interval (0, k], where k is the number of leaf
nodes. The interval represented by a node v is denoted by interval(v). For the tree in Figure
4.2, we have for example that interval(17) = (2, 3], interval(8) = (2, 4], interval(3) = (0, 4],
interval(1) = (0, 8], and interval(0) = (0, 16].

To solve the maximum clique problem for a rectangle intersection graph, the segment
tree must be large enough to represent all y-intervals of the canonical rectangles. Therefore,
Lee constructs the smallest tree with at least 2n−1 leaf nodes by introducing dummy basic
intervals to make the total number of leaf nodes k equal to a power of 2. In the example,
we need a tree that has 12 leaf nodes. The smallest power of 2 that is bigger than or equal
to 12 is 24 = 16, and therefore a tree with 4+1 levels and k = 16 leaf nodes is constructed.

Canonical covering of an interval
In the segment tree structure, an interval (y1i, y2i] corresponding to Ri can be represented
as a set nodes Ṽ for which ⋃

v∈Ṽ

interval(v) = (y1i, y2i].

The smallest set for which this holds is called the canonical covering of the interval. Note
that a node v belongs to the canonical covering of (y1i, y2i] if and only if interval(v) is
completely contained in (y1i, y2i] and the interval corresponding to the parent of v is not
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completely contained in (y1i, y2i]. In our example, the canonical covering of the y-interval
(6, 11] that corresponds to R1 is given by {10, 11, 25}.

Recall that in the sweeping process, when we encounter the left boundary of a rectangle
Ri, we add the corresponding y-interval (y1i, y2i] to the segment tree. We can now be
more specific what this means: we store the label Ri in the nodes that form the canonical
covering of (y1i, y2i]. Analogously, when we encounter the right boundary of a rectangle Rk,
we remove the corresponding y-interval (y1k, y2k] from the segment tree structure, meaning
that we remove the label Rk from the nodes in the canonical covering of (y1k, y2k].

When we carry out this process for the canonical rectangles displayed in Figure 4.1(a),
we first encounter the left boundary of R1 and add its y-interval (6,11] to the segment
tree. This means that we store the label R1 in nodes 10,11, and 25 that form the canonical
covering of R1. Continuing the process, we subsequently encounter the left boundaries of
R2, R3 and R5 and add their y-intervals to the tree. Figure 4.2 shows the segment tree
after adding the y-intervals corresponding to R1, R2, R3 and R5.

Finding cliques in the tree
We now show how we can find cliques using the segment tree. From the definition of the
segment tree it follows that nodes in a path between the root of the tree and a leaf node
represent intervals that overlap each other. In fact, the interval that is represented by a
node at a lower level in such a path is always a subset of the interval that is represented by
a node at a higher level in the path. Thus, at each point in the sweeping, we can find cliques
by walking up the tree from a leaf node to the root (or the other way around), collecting
all rectangle labels that we encounter along this path. Since the rectangles are at the same
time present in the segment tree, they overlap in the x-direction. Since their labels were
in a path from a leaf node to the root of the tree, they overlap in the y-direction too, and
therefore they must form a (not necessarily maximal) clique.

We call a node v a clique node if it is in the canonical covering of an interval while
none of the nodes in its offspring are in a canonical covering. In other words, v must have
a label, and none of the nodes in its offspring may have a label. In the tree in Figure 4.2
nodes 18, 19, 22, 23 and 25 are clique nodes. Since clique nodes are the lowest nodes in the
tree that contain a label, we can find all cliques in the tree by walking up the tree from the
clique nodes instead of from the leaf nodes. We say that a clique is generated by (v, w) if
the clique is obtained by walking up the tree from a clique node v up to an ancestor w of v.
If the second node is the root, we usually do not specify it and simply say that the clique
is generated by v.

Also, note that we can find cliques that contain a certain rectangle, by walking along
paths that intersect with the canonical covering of the y-interval of the given rectangle. For
example, suppose that we want to find cliques containing R2 for the tree in Figure 4.2. We
first determine the canonical covering of R2, which is {4, 11}. We then determine the clique
nodes in the offspring of the canonical covering, including the canonical covering itself. This
gives clique nodes 19,22, and 23. Then we walk up the tree from these clique nodes. Start-
ing from node 19 yields clique {R5, R2}, and starting from both nodes 22 and 23 results
in clique {R3, R1, R2}. In general, let D(i) denote the clique nodes in the offspring of the
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canonical covering of y-interval (y1i, y2i], where we also include the nodes in the canonical
covering itself. Then the cliques that contain rectangle Ri are the cliques that are generated
by nodes in D(i).

Lee’s algorithm
We now describe a slightly modified version of Lee’s algorithm that is easier to adjust for
our purposes, but which is essentially the same as the algorithm he proposes. To solve
the maximum clique problem, we do not yet need to store the labels of rectangles in the
canonical nodes. Instead, for each node v we only store two numbers:

NUM(v): the number of y-intervals whose canonical coverings contain v.
CLQ(v): the maximum number of y-intervals whose common intersection

is nonempty in interval(v).

At each point in the sweeping process, NUM(v) represents the number of canonical cover-
ings to which v belongs. In other words, if we labelled the nodes in canonical coverings as
in Figure 4.2, NUM(v) would be the number of labels in node v. CLQ(v) is the size of the
maximum clique whose real representation has a non-empty intersection with interval(v).
Hence, the maximum value that CLQ(0)=CLQ(root) takes during the sweeping algorithm
is the solution of the maximum clique problem.

The algorithm starts by transforming the observation rectangles into canonical rectan-
gles. Then we sort the left and right boundaries of these canonical rectangles and place
them in a list L. We build a segment tree structure that can contain 2n− 1 basic intervals.
We set the fields NUM(v) and CLQ(v) equal to 0 for all nodes in the segment tree. We use
the variable MXCLQ to store the value of the maximum clique, and initialize MXCLQ to
0. Then we carry out the sweeping, which corresponds to walking through the ordered list
L. For each rectangle boundary in L, we find the canonical covering of the corresponding
y-interval (y1, y2]. We also find all ancestors of nodes in the canonical covering, and order
them according to their level in the tree, with all nodes in the lowest level first, and the
root last. We store these ordered nodes in the visiting scheme V .

Now we need to distinguish between left and right boundaries. When we encounter a left
boundary, we add the structure to the segment tree, meaning that we increment the field
NUM(v) by 1 for the nodes in the canonical covering. When we encounter a right boundary,
we remove the interval from the segment tree, meaning that we decrement the field NUM(v)
by 1 for all nodes in the canonical covering. From the definition of NUM(v) and CLQ(v) it
follows that we can define CLQ(v) recursively in terms of NUM(v), CLQ(LeftChild(v) and
CLQ(RightChild(v):

CLQ(v) = NUM(v) + max{CLQ(LeftChild(v)), CLQ(RightChild(v))}.

After updating the values of NUM(v), we update the values of CLQ(v) by walking through
the visiting scheme and using the above recursive relation.

Each time just before we remove an interval from the segment tree we update the value
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of MXCLQ, because at these times MXCLQ can be maximal. We use the following rule:

MXCLQ = max{MXCLQ, CLQ(root)}.

We can easily show that the complexity of this algorithm is O(n log n). We need to
perform 2n steps in the sweeping, so the sweeping is of O(n). In each of these steps, we
need to find the canonical covering of the interval. This can be done in O(log n) time, for
example by an algorithm of Bentley and Wood [2]. Then we need to update the values of
NUM(v) and CLQ(v) for the nodes in the canonical covering. Since there are O(log k) nodes
in the canonical covering, and k ≤ 2n, there are O(log n) nodes in the canonical covering.
We also need to update the value of CLQ(v) for nodes in the visiting scheme. The number
of nodes in the visiting scheme is smaller than two times the number of canonical nodes, so
this is also O(log n). Thus, the complexity of the whole algorithm is O(n log n). There are
2k − 1 nodes in the tree, and k ≤ 2n, so the algorithm is O(n) in space.

Algorithm 1: MaxCliqueLee(R):
Input: R is a set of n rectangles
Output: MXCLQ: the size of the maximum clique.

1: Transform the rectangles into canonical rectangles.
2: Sort the 2n boundary values x1i, x2i, i = 1, . . . , n of the x-intervals of the canonical

rectangles in ascending order and store them in the list L.
3: Build a segment tree that can hold 2n − 1 basic intervals. Set NUM(v) and CLQ(v)

equal to 0 for each node in the tree.
4: MXCLQ=0
5: for i = 1 to 2n do
6: Find the canonical covering of the y-interval corresponding to L(i).
7: Create a visiting scheme consisting of the nodes in the canonical covering and all their

ancestors, ordered according to their level in the tree (all nodes in the lowest level
first and the root last).

8: if L(i) is a left boundary then
9: for all nodes v in the canonical covering do

10: Increment NUM(v) by 1
11: else
12: MXCLQ=max{MXCLQ,CLQ(root)}
13: for all nodes v in the canonical covering do
14: Decrement NUM(v) by 1
15: for all nodes v in the visiting scheme do
16: CLQ(v)=NUM(v)+max{CLQ(LeftChild(v)),CLQ(RightChild(v))}
17: return MXCLQ
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4.2 MaxCliqueFinder algorithm

We now describe how we can adjust Lee’s algorithm to find all sets of rectangles that form
maximal cliques, or equivalently, the clique matrix. We first introduce some more termi-
nology. Consider a node v and let V (v) be the collection of nodes consisting of v and the
offspring of v. We use the term rightmost clique node of a node v to refer to the clique
node v′ in V (v) for which the right boundary of interval(v′) is largest. In other words, it
is the clique node in V (v) that is most to the right in the tree. Similarly, leftmost clique
node of v is the clique node v′ in V (v) for which the left boundary of interval(v′) is lowest.
Thus, it is the clique node in V (v) that is most to the left in the tree. For example, for
the tree in Figure 4.2, the leftmost clique node of 5 is 23, and its rightmost clique node is 25.

The idea of the algorithm is the same as before. We carry out the sweeping process,
and this time we do store the labels of the rectangles in the canonical nodes. Each time
just before we remove a rectangle, say Ri, from the tree, we find all maximal cliques that
contain Ri. We do this because these cliques are potentially maximal, as it is impossible to
get supersets of these cliques after removing Ri. Recall that the cliques containing Ri are
the cliques that are generated by nodes in D(i), where D(i) is the set of clique nodes that
are either in the canonical covering of (y1i, y2i] or in the offspring of nodes in this canonical
covering. However, this procedure in general gives not only the maximal cliques but also
some sub-maximal cliques. For example, we found that the following cliques that contain
R2: {R5, R2},{R3, R1, R2} and {R3, R1, R2}. We got clique {R3, R1, R2} two times. To
suppress sub-maximal cliques, we store an additional variable Output(v) in each node v,
which indicates whether or not the clique that is generated by v is allowed to be outputted
or not. We now need a procedure that sets Output(v) to false for all clique nodes that
generate sub-maximal cliques. Note that we could also just output all cliques, and filter
the subsets out afterwards, but that results in many comparisons and slows down the al-
gorithm dramatically. This is exactly what causes the high complexity of the algorithm of
Gentleman and Vandal.

Filtering out sub-maximal cliques
The idea of filtering out the cliques is as follows. We start at the clique nodes in the offspring
of the canonical covering of the interval that is to be removed. We determine all ancestors
of these clique nodes, and store them in an ordered list, where all nodes in the lowest level
come first and the root comes last. This list is called the visiting scheme 1 in the pseudo
code. Then we walk through this visiting scheme. If we encounter a node v for which there
is at least one clique node in both its left offspring and its right offspring, there is potential
for sub-maximal cliques. Therefore, we need to compare the cliques that are generated
by (w,v) for clique nodes w in the offspring of v. However, we can drastically reduce the
number of comparisons by observing that it is sufficient to only compare the cliques that
are generated by

(leftmost clique node(right child(v)), v)

and
(rightmost clique node(left child(v)), v).
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This is stated in the following lemma:

Lemma 4.2 For each node v in the visiting scheme, let v1 be the leftmost clique node of
the right child of v, and let v2 be the rightmost clique node of the left child of v. Let C1 be
the clique that is generated by (v1, w), and let C2 be the clique that is generated by (v2, w).
Then, it is sufficient to only compare C1 and C2. We use the following rules:

1. If C1 is a proper subset of C2, we set Output(v1) to false. If C2 is a proper subset of
C1, we set Output(v2) to false.

2. If C1 = C2

(a) If neither v1 nor v2 is a child of v, we set the variable Output to false for either
one of them.

(b) If exactly one of the nodes v1 and v2 is a child of v, we set the variable Output
to false for the node that is not a child of v.

Proof: First we show that if C1 = C2, it is impossible that v1 and v2 are both children of
v, so that (a) and (b) in decision rule 2 cover all possibilities. This follows from the way in
which we constructed the canonical covering. Suppose that for a rectangle Ri, both children
of v are in its canonical covering. This is impossible, because in that case we could get a
smaller canonical covering by taking node v in the canonical covering instead of v1 and v2.
This is a contradiction, because the canonical covering is the smallest set.

Let v′1 be a clique node in the right offspring of v that is not the leftmost clique node of
the right child, and let C ′

1 be the clique that is generated by (v′1, v). Suppose that C ′
1 ⊂ C2.

We show that in that case we already set Output(v′1) to false in a previous step. Note that
v′1 must be more to the right in the tree than v1. Thus, interval(v1) lies between interval(v2)
and interval(v′1). Since we are working with intervals, C ′

1 ⊂ C2 implies that C ′
1 is a subset

of C1. Furthermore, node v′1 must be at a lower level in the tree than node v1 and v1 must
be at the same or at lower level than node v2. Let w=right child(v). Then v1 must be the
left child of w, and v′1 must be the left most clique node of the right child of w. Thus, when
we were in node w, we already carried out the comparison between C1 and C ′

1. If C ′
1 is

a proper subset of C1, we suppressed the output of C ′
1 in this step by decision rule 1. If

C ′
1 = C1, we suppressed the output of C ′

1 in this step by decision rule 2 b). 2

We could compare lists of rectangles to see if they are subset of each other. That
certainly works, but for large data sets cliques can get very large, and then it will take a
long time to calculate if one clique is a subset of the other. Namely, for each rectangle in
the first list, it should be checked if it is in the second list. And also, for each rectangle
in the second list, it should be checked if it is in the first list. We want to avoid these
time consuming comparisons. Therefore, we store some extra variables: the size |C1| of the
clique C1 that is generated by

(leftmost clique node(right child(v)), v),
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the size |C2| of the clique C2 that is generated by

(rightmost clique node(left child(v)), v).

We also store a variable OverlapBetweenChildren(v), that denotes the number of rectangles
for which the canonical covering has at least one node in both the left offspring and the right
offspring of v. The following lemma shows how these variables can be used to determine if
cliques are subsets of each other. It reduces the comparison of cliques to a simple comparison
of 3 integer values.

Lemma 4.3 Both |C1| and |C2| must be bigger than or equal to OverlapBetweenChildren(v).
C1 is a subset of C2 if and only if

|C1| = OverlapBetweenChildren(v). (4.5)

Similarly, C2 is a subset of C1 if and only if

|C2| = OverlapBetweenChildren(v). (4.6)

Hence, C1 and C2 are equal if and only if

|C1| = |C2| = OverlapBetweenChildren(v). (4.7)

Proof: Recall that OverlapBetweenChildren(v) represents the number of rectangles that
have canonical nodes in both the left offspring and the right offspring of v. These rectan-
gles must be both in C1 and C2, which proves the first statement. By similar reasoning,
|C1| = OverlapBetweenChildren if and only if all rectangles in C1 are also in C2. This
proves (4.5), and by symmetry, it also proves (4.6). Hence, both |C1| and |C2| are equal to
OverlapBetweenChildren(v) if and only if the cliques C1 and C2 are equal. 2

Finally, consider the example again that is given in Figures 4.1(a), 4.1(b) and 4.2.
The next step in the sweeping process is the removal of rectangle R2. Before we do that,
we output all maximal cliques that contain R2, namely {R1, R2, R3} and {R2, R5}. The
following step is the removal of rectangle R1. By the procedure described above we output
all maximal cliques that contain R1: {R1, R3}. But this is a subset of clique {R1, R2, R3}
that was outputted in the previous step. Therefore, we need to have a procedure that
prevents the output of cliques that are subsets of cliques that have already been outputted
in previous steps. We can implement that in the following way. When a rectangle is removed,
we set Output to false for all clique nodes that are in the offspring of the canonical covering
of the corresponding interval, as they generate sub cliques of cliques that contain the given
rectangle. If a clique node belongs to the canonical covering of the interval that is to be
removed, we walk up the tree from this node and set Output(v) to false for the first node v
that contains a label, as this will be the new clique node after removing the interval. When
we add an interval, we set Output(v) to true for all clique nodes in the offspring of the
canonical covering, because the cliques that are generated by these nodes cannot be subsets
of cliques that have been outputted previously.
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Algorithm 2: MaxCliqueFinder(R):
Input: R is a set of n rectangles
Output: The clique matrix A

1: Transform the rectangles into canonical rectangles.
2: Sort the 2n boundary values x1i, x2i, i = 1, . . . , n of the x-intervals of the canonical

rectangles in ascending order and store them in the list L.
3: Build a segment tree that can hold 2n− 1 basic intervals and initialize all variables.
4: for i = 1 to 2n do
5: Find the canonical covering of the y-interval corresponding to L(i).
6: Find the set D(i) of clique nodes in the canonical covering and in the offspring of the

canonical nodes.
7: if L(i) is a left boundary then
8: for all nodes in the canonical covering do
9: Add the label of L(i)

10: else
11: Create visiting scheme 1 consisting of all nodes in D(i) and their ancestors, ordered

according to their level in the tree.
12: Using visiting scheme 1, find maximal cliques containing L(i).
13: for all nodes in the canonical covering do
14: Remove the label of L(i).
15: for all nodes v in D(i) do
16: update Output(v)
17: Create visiting scheme 2 consisting of the nodes in the canonical covering and their

ancestors, ordered according to their level in the tree
18: for all nodes in visiting scheme 2 do
19: Update LeftMostCliqueNode(v) and LeftMostCliqueSize(v)
20: Update RightMostCliqueNode(v) and RightMostCliqueSize(v)
21: Update OverlapBetweenChildren(v)
22: return all maximal cliques

This procedure gives an additional rule for comparing cliques, that has to be added to
Lemma 4.3. If two cliques are equal and if for one of them Output is already set to false,
we also need to set Output to false for the other one.

The MaxCliqueFinder algorithm requires to perform actions on nodes that are in the
offspring of nodes in the canonical covering when we add and remove an interval. These
operations do not fall within the time bound O(n log n), and therefore the complexity of
this algorithm is higher than the complexity of Lee’s algorithm. Furthermore, we need to
store a list of rectangle labels in nodes in the tree. Removing a label from such a list takes
O(log n) time if one uses for example Fibonacci heaps, but it can be done in almost constant
time if one uses hash tables. Hence, we estimate the time complexity of MaxCliqueFinder
to be approximately O(n2) plus time for output.
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4.3 SimpleCliqueFinder algorithm

After letting the MaxCliqueFinder algorithm rest for a summer, we looked back at Lee’s
article [33] in order to write this report. Our eye fell on the sentence:

“Knowing that the rectangles that form a maximum clique must have a nonempty
common intersection area, one can easily solve the maximum clique problem in
O(n2) time by considering all possible intersection areas.”

We realized that, while Lee is looking for the global maximum of the numbers in Figure
4.1(b), we want to find where there are local maxima. We do not need to find the areas
of the local maxima exactly. Using (4.2), it is sufficient to find a point tj in each area.
We again adopt that tj is the upper right corner of Aj . The SimpleCliqueFinder algorithm
uses this specifically, but it can easily be adjusted for other choices of tj . We describe
the algorithm for canonical rectangles. It can be used for any set of rectangles, by first
transforming them into canonical rectangles, and transforming the possible mass support
points tj back afterwards.

We use the same sweeping technique as before. We number the steps in the sweeping
from 1 to 2n, where step j corresponds to the interval (j − 1, j] on the x-axis. We use a
very simple data structure, namely an array Values of length 2n, ranging from 1 to 2n. Just
after the jth step in the sweeping process, the kth element Value(k) denotes the number
of rectangles for which their x-interval have non-empty overlap with (j − 1, j] and their
y-intervals have non-empty overlap with interval (k−1, k]. Hence, it represents the number
of rectangles that have non-empty overlap with grid cell (j − 1, j]× (k − 1, k].

Updating the array Values is very easy. When we add a rectangle Ri, we increment
Values(k) by 1 for all k that correspond to the y-interval (y1i, y2i] of Ri, i.e. for all k =
y1i − 1, y1i, . . . , y2i. Similarly, when we remove a rectangle Ri, we decrement Values(k)
by 1 for k = y1i − 1, y1i, . . . , y2i. However, before we remove a rectangle, we have to
find the maximal cliques containing this rectangle. At the beginning of sweeping step j,
Values(k) represents the number of rectangles that have non-empty overlap with grid cell
(j − 2, j − 1]× (k − 1, k]. Hence, the local maxima of Values(k) for k = y1i − 1, y1i, . . . , y2i

correspond to maximal cliques at the jth sweeping step. The corresponding upper right
corners of the grid cell, (j − 1, k] are outputted as possible mass support points.

However, again we need to build in a procedure that ensures that we do not output points
corresponding to cliques that are subsets of cliques corresponding to previously outputted
points. We achieve this by using a second array of the same length, called Output. At
the jth sweeping step, Output(k) denotes whether or not the point (j − 1, k] is allowed to
be outputted. When we add a rectangle to the data structure, we set Output(k) to true
for k = y1i − 1, y2i, . . . , y2i. When we remove a rectangle, we set Output(k) to false for
k = y1i − 1, y2i, . . . , y2i. However, this is not enough. We also need to set Output(k) to
false for k > y2i as long as Values(k) does not increase. Similarly, we also set it to false
for k < y1i − 1 as long as Values(k) does not increase. The rational behind this is that as
long as Values(k) does not increase we are in a subset of the clique that is to be outputted.
When Values(k) increases, we are not in a subset anymore.
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We can easily determine the complexity of this algorithm. We perform 2n steps in the
sweeping process, so this is O(n). At each step, we update the variables Values and Output
for maximal n nodes, so this is also O(n). This makes the total time complexity O(n2). We
store two arrays of length 2n, which gives a space complexity of O(n).

Algorithm 3: SimpleCliqueFinder(R):
Input: R is a set of n rectangles
Output: Upper right corners tj of inner rectangles Aj , j = 1, . . . , m.

1: Transform the rectangles into canonical rectangles.
2: Sort the 2n boundary values x1i, x2i, i = 1, . . . , n of the x-intervals of the canonical

rectangles in ascending order and store them in the list L.
3: Create an integer array Values of length 2n and initialize all elements at 0.
4: Create a boolean array Output of length 2n and initialize all elements to false.
5: m = 0
6: for i = 1 to 2n do
7: if i is a left boundary then
8: for k = yi1 − 1 to y2i do
9: Increment Values(k) by 1

10: Set Output(k) to true
11: else
12: Find the local maximizers k∗ of Values(k) for k = yi1−1 to y2i. If Output(k∗)=true,

increase m by 1, and let tm = (j − 1, k]
13: Update the values of Output(k)
14: for k = y1i − 1 to y2i do
15: Decrement Values(k) by 1
16: Transform the points t1, . . . , tm back to the original coordinates
17: return possible mass support points

4.4 Performance of the algorithms

Our experiences with both MaxCliqueFinder and SimpleCliqueFinder have been very posi-
tive. The algorithms seem widely applicable, stable and fast. To give an idea of the perfor-
mance of the algorithms, we applied our algorithms and Song’s algorithm to generated data
sets of various sample sizes. In order to be able to compare to Song’s algorithm, which was
specifically written for bivariate current status data, we generated bivariate current status
data according to a very simple exponential model:

X, Y, U, V ∼ exp(1), (4.8)

where X and Y are the variables of interest, U is the observation time for X, V is the
observation time for Y , and X, Y , U and V are mutually independent. For each sample
size, we generated 20 data sets and applied the three algorithms. The mean computation
time and the standard deviation of the computation time are given in table 4.1. For sample
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Song MaxCliqueFinder SimpleCliqueFinder
sample size mean s.d mean s.d mean s.d

50 0.0383 0.0285 0.0000 0.0000 0.0000 0.0000
100 0.5429 0.1374 0.0071 0.0080 0.0000 0.0000
200 9.3297 1.4756 0.0100 0.0075 0.0008 0.0036
300 54.017 8.6042 0.0196 0.0068 0.0023 0.0056
500 489.32 66.070 0.0547 0.0080 0.0078 0.0080
1000 N.A. N.A. 0.2602 0.0117 0.0219 0.0079
2000 N.A. N.A. 1.6156 0.1031 0.0681 0.0077
3000 N.A. N.A. 5.6215 0.1528 0.1476 0.0081
4000 N.A. N.A. 12.485 0.4055 0.2562 0.0093
5000 N.A. N.A. 24.329 0.9043 0.3968 0.0037
6000 N.A. N.A. 42.131 1.1257 0.5601 0.0077

Table 4.1: Sample mean and sample variance of the computation time for bivariate current status data
over 20 samples generated from a simple exponential model: X, Y , U , V are mutually independent and
exponentially distributed with mean 1.

size 700 and greater, we omitted Song’s algorithm as the computation time was too high.
For all tested samples we compared the results of the algorithms, and they agreed in all
cases.

To get an empirical estimate of the complexity of the algorithms, we made a log-log
plot of the mean computation time versus the sample size, as shown in Figure 4.4. The
slopes of the lines in this plot give an estimate for the complexity of the algorithms. The
slopes are approximately 4.1 for Song’s algorithm, 2.2 for MaxCliqueFinder, and 1.8 for
SimpleCliqueFinder.

We see that both MaxCliqueFinder and SimpleCliqueFinder are significantly faster than
Song’s algorithm. SimpleCliqueFinder is the fastest algorithm. If one only needs to find
points tj in the inner rectangles Aj , SimpleCliqueFinder is probably the best choice. Note
that since the clique matrix can be calculated from the tj ’s in O(n3) time, this also yields
an O(n3) algorithm for determining the clique matrix. However, if the clique matrix is the
goal, MaxCliqueFinder is probably a better choice.

We think that it might be possible to improve the reduction algorithms further, but we
feel that it is better to put this energy in the optimization step. While the reduction step
used to be a bottleneck in the computation of the MLE, at this point the optimization step
forms the bottleneck.
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Figure 4.3: Log-log plot of the mean computation time over 20 samples versus the sample size for the
three reduction algorithms: Song’s algorithm, the MaxCliqueFinder algorithm, and the SimpleCliqueFinder
algorithm.
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Chapter 5

The optimization

Recall that we want to solve the following optimization problem:

F̂ = argmaxF∈F
n∑

i=1

log(PF (Ri)),

where F is the class of all bivariate distribution functions, and Ri is the observation rectangle
of the ith observation. The parameter reduction step allows us to reduce the problem to
a finite dimensional convex optimization problem over the vector of probability masses
α = (α1, . . . , αm)T assigned to the inner rectangles A1, . . . , Am. Let tj be a point in Aj for
j = 1, . . . ,m. Then, using Lemma 4.1 we get:

α̂ = argmaxα∈Rm

n∑

i=1

log




m∑

j=1

αj1{Aj ⊂ Ri}

 = argmaxα∈Rm

n∑

i=1

log




m∑

j=1

αj1{tj ∈ Ri}

 ,

such that αj ≥ 0 for j = 1, . . . , m and
∑m

j=1 αj = 1. Using the notation

[P (Ri)](α) =
m∑

i=1

αj1{Aj ⊂ Ri} =
m∑

i=1

αj1{tj ∈ Ri},

we can write this as:

α̂ = argminα∈Rm −
{

n∑

i=1

log ([P (Ri)] (α))

}

such that αj ≥ 0 for j = 1, . . . , m and
∑m

j=1 αj = 1.

We can eliminate one variable, by setting αm = 1 −∑m−1
j=1 αj so that there are only non-

negativity constraints left. Then, we can solve the problem with an interior point method
for convex optimization problems or with a localization method like the ellipsoid method.
Gentleman and Vandal ([20] and [21]) discuss several other methods. They suggest using
the EM algorithm as described by Turnbull [45]. They also state that it is possible to view
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the problem as a mixture problem, as noted by Böhning et al. [5] who suggested using the
vertex exchange (VE) method. Another method that has been used for the estimation of
mixture distributions is the intra simplex direction method (ISD), as described by Lesper-
ance and Kalbfleisch [34]. Projected direction methods could also be used for this purpose.
Gentleman and Vandal also state that isotonization methods such as EM/ICM by Wellner
and Zhan [49] cannot be applied directly. These methods are efficient in one dimension,
but they rely on the fact that there is a linear ordering on the real line. Since there is no
linear ordering in R2, isotonization-based methods need further development before they
can be used for bivariate data. Finally, it is possible to view the problem as a Max-Flow
problem in the field of network optimization. At this point we do not know if this makes
the problem any easier or harder, but we think it might be worth looking into this since a
lot of work has been done on network optimization problems. As a starting point, Bertsekas
[3] might be used. In section 5.3 we briefly discuss how the optimization can be viewed as
a Max-Flow problem.

Nevertheless, we chose to try an approach based on Iterative Quadratic Minimization
(IQM) and a vertex direction (VD) method as described by Groeneboom [24], and by
Groeneboom, Jongbloed and Wellner [26]. The reason for this choice is that Groeneboom
obtained good results for bivariate current status data using this method. It was comparable
in speed with the interior point method, and very stable. Groeneboom [24] describes the
algorithm for bivariate current status data. We write the algorithm in a more general form,
so that it can be used for any bivariate censoring problem in which the observed sets take
the form of rectangles, line segments and/or points. Thus, in particular, it can be used for
the models we consider in this project.

5.1 Iterative Quadratic Minimization

As pointed out by Jongbloed [31], Newton’s method can be used for unconstrained mini-
mization of a twice continuously differentiable function φ : Rm → R. The method starts at
an initial point α(0). Let φ̃(k) denote the quadratic approximation (or second order Taylor
approximation) of φ in α(k):

φ̃(k)(α) = φ(α(k)) + (α− α(k))T∇φ(α(k)) +
1
2
(α− α(k))T H(k)(α− α(k)),

where H(k) =
(
h

(k)
ij

)
is the matrix of second order derivatives of φ at α(k):

h
(k)
ij =

∂2

∂αi∂αj
φ(α(k)).

Then, in each step k = 0, 1, . . . un update α(k+1) is obtained by minimizing the quadratic
approximation φ̃(k) of φ at α(k).

For optimization over a convex cone K ∈ Rm, a Newton procedure to approximate
α̂ = argminKφ(α) would be as follows. Choose an initial α(0) ∈ K. At each step k = 0, 1, . . . ,

48



compute the quadratic approximation φ̃(k) of φ at α(k) and minimize this expression over
K to obtain α(k+1). Continue this procedure until the necessary and sufficient conditions
for the optimum are satisfied close enough.

Theorem 2.1 of Jongbloed [31] shows that, under some conditions, whenever the se-
quence α(k) converges to a point α∗ ∈ K with φ(α∗) < ∞, then α∗ is the minimizer α̂.
However, the procedure is not guaranteed to converge. But when the algorithm is aug-
mented with an approximate line optimization, Theorem 2.3 of Jongbloed [31] guarantees
that α(k) does converge to α̂. For this purpose we use a variant of Armijo’s rule. Let
α̂(k) = argminKφ̃(k)(α). Then we let α(k+1) be a linear combination of α(k) and α̂(k), say

α(k+1) = 0.1α(k) + 0.9α̂(k).

We use Armijo’s rule to check if this gives sufficient improvement. If not, we take a smaller
step in the direction of α̂(k), where the step size is determined by Armijo’s rule.

We now apply this to the bivariate censoring problem. According to Lemma 3.7, finding
the MLE for bivariate censored data is equivalent to solving the following problem: α̂ =
argminKφn(α), where K is the convex cone

K = {α ∈ Rm : αj ≥ 0 for j = 1, . . . ,m}, (5.1)

φn(α) = −ln(α) + n1T α, (5.2)

and ln(α) is the log likelihood:

ln(α) =
n∑

i=1

log ([P (Ri)](α)) . (5.3)

Recall from Lemma 3.8 that necessary and sufficient conditions for the minimizer α̂ are
given by

∂φn(α̂)
∂αj

{ ≥ 0 for j = 1, . . . , m
= 0 if α̂j > 0

(5.4)

where

∂φn(α̂)
∂αj

= −
n∑

i=1

1{tj ∈ Ri}
[P (Ri)](α̂)

+ n. (5.5)

The quadratic approximation φ̃
(k)
n of φn at α(k) is given by:

φ̃(k)
n (α) = φn(α(k))−

n∑

i=1

[P (Ri)](α)− [P (Ri)](α(k))
[P (Ri)](α(k))

+ n




m∑

j=1

αj −
m∑

j=1

α
(k)
j


 +

1
2

n∑

i=1

(
[P (Ri)](α)− [P (Ri)](α(k))

)2

(
[P (Ri)](α(k))

)2
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Rearranging terms gives:

φ̃(k)
n (α) =

1
2

n∑

i=1

(
[P (Ri)](α)

[P (Ri)](α(k))

)2

− 2
n∑

i=1

[P (Ri)](α)
[P (Ri)](α(k))

+ n
m∑

j=1

αj + c,

where c is a constant depending on n and α(k). Defining weights

w
(k)
i

def=
(
[P (Ri)](α(k))

)−1
, (5.6)

we can write this as

φ̃(k)
n (α) =

1
2

n∑

i=1

(
w

(k)
i

)2
([P (Ri)](α))2 − 2

n∑

i=1

w
(k)
i [P (Ri)](α) + n

m∑

j=1

αj + c. (5.7)

Now the IQM algorithm for bivariate censored data is as follows. We take a starting
distribution α(0), for example the uniform distribution over the grid of possible mass support
points. In each step k = 0, 1, 2, . . . we compute the weights w

(k)
i from formula (5.6) in order

to get the quadratic approximation φ̃
(k)
n (α) of φn in α(k), as given in (5.7). We compute the

α̂(k) = argminKφ̃
(k)
n (α) and let α(k+1) be a linear combination of α(k) and α̂(k), according

to Armijo’s rule. We continue this process until the conditions in (5.4) are satisfied with
an accuracy of η1, where η1 is some small positive number. The next section describes how
the quadratic optimization problems α̂(k) = argminKφ̃

(k)
n (α) can be solved with a vertex

direction method.

5.2 Vertex direction method

We solve each quadratic minimization problem

α̂(k) = argminKφ̃(k)
n (α) (5.8)

with a vertex direction method as described by Groeneboom [24], and by Groeneboom,
Jongbloed and Wellner [26]. Note that in principle it is possible to apply a vertex direction
method directly to the original problem of minimizing φn(α) over K. However, Groeneboom,
Jongbloed and Wellner observed that it worked considerably better to solve the problem by
iterative quadratic minimization, since this avoids the perils of solving a non-linear system
of equations by a direct Newton-type method at each iteration step.

As we saw in the proof of Lemma 3.8, K is finitely generated by the vectors e1, . . . , em,
where ej is the unit vector with a 1 at the jth entry. Thus, according to Lemma 3.6,
necessary and sufficient conditions for the minimizer α̂(k) are:

∂φ̃
(k)
n (α̂(k))
∂αj

{
≥ 0 for j = 1, . . . , m

= 0 if α̂
(k)
j > 0

, (5.9)
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Algorithm 4: IQM algorithm(φn,K,R):
Input: φn, K, R, η1 > 0, η2 > 0
Output: α̂ = argminKφn(α)

1: k = 0
2: let α(0) be the uniform distribution over the possible mass support points t1, . . . , tm.
3: while condition (5.4) is not satisfied with precision η1 do
4: compute weights w

(k)
i as defined in (5.6)

5: compute the second order Taylor expansion φ̃
(k)
n of φn around α(k) as defined in (5.7)

6: l=1
7: Let G(k,l) = {jmin}, where jmin is the minimizer of (5.11) over j = 1, . . . , m.
8: Let α(k,l) =

∑
j∈G(k,l) αjtj , where the αj ’s are chosen so that α(k,l) satisfies the equality

part of (5.9) for j ∈ G(k,l).
9: Let jmin be the minimizer of (5.10) for α = α(k,l) over j = 1, . . . , m, and let min be

the value of the minimum.
10: while min < −η2 do
11: G(k,l+1) = G(k,l) ∪ {jmin}
12: α(k,l+1) =

∑
j∈G(k,l+1) αjtj , where the αj ’s are chosen so that α(k,l+1) satisfies the

equality part of (5.9) for j ∈ G(k,l+1).
13: if α(k,l+1) has negative coefficients then
14: adjust α(k,l+1) and G(k,l+1) by performing the support reduction step as described

in [26].
15: l=l+1
16: α(k+1) = 0.1α(k) + 0.9α(k,l)

17: if this does not give sufficient improvement according to Armijo’s rule then
18: take a smaller step size in the direction of α(k,l), determined by Armijo’s rule.
19: k=k+1
20: return α(k)

where

∂φ̃
(k)
n (α)
∂αj

=
n∑

i=1

(
w

(k)
i

)2
([P (Ri)](α))2 1{tj ∈ Ri} − 2

n∑

i=1

w
(k)
i 1{tj ∈ Ri}+ n. (5.10)

A vertex direction type method is an iterative method. We denote the lth iterate in
the vertex direction method of the kth quadratic optimization problem by α(k,l). We call a
possible mass support point tj a generator if it gets positive mass, i.e. if α

(k,l)
j > 0. Let

G(k,l) def= {j ∈ {1, . . . , m} : α
(k,l)
j > 0.

Suppose we have a value α(k,1) of α that satisfies the equality conditions in (5.9). For each
l = 1, 2, 3, . . . , we determine if the inequality part of (5.9) is satisfied by computing the
minimum of (5.10) over j = 1, . . . , m. Let sl be the minimizer. If the minimum is greater
than or equal to 0, the inequalities are satisfied and we are done. If the minimum is smaller
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than −η2, where η2 is some small positive number, the conditions are not satisfied, and we
let G(k,l+1) = G(k,l) ∪ {sl}. Thus, we add a generator at the point tsl

because the object
function φ̃

(k)
n will (initially) decrease most by moving from the current value α(k,l) of α in

the direction of esl
. Then, we determine how much mass is placed at the generators by

solving the equality part of (5.9) for j ∈ G(k,l+1), yielding a new iterate α(k,l+1). If we get a
solution with negative coefficients, we adjust α(k,l+1) and G(k,l+1) by performing the support
reduction step as described in Groeneboom, Jongbloed and Wellner [26]. This process is
continued until the necessary and sufficient conditions for the optimum given in (5.9) are
satisfied with an accuracy of say 10−10.

We obtain a value for α(k,1) by taking α(k,0) = 0, i.e. we start with zero generators. Since
all α

(k,0)
j are zero, the first term in (5.10) vanishes. Therefore, we compute the minimum of

−2
n∑

i=1

w
(k)
i 1{tj ∈ Ri}+ n (5.11)

over j = 1, . . . , m. Suppose that the minimum is attained at s0. We let G(k,1) = {s0}. Let
αs0 satisfy the equality part of (5.9) for j = s0:

n∑

i=1

(
w

(k)
i

)2
([P (Ri)](es0αs0))

2 1{ts0 ∈ Ri} − 2
n∑

i=1

w
(k)
i 1{ts0 ∈ Ri}+ n = 0 (5.12)

We then let α(k,1) = es0αs0 . The combination of the iterative quadratic minimization and
the vertex direction method is given in pseudo code.

5.3 Max-Flow problem in network optimization

The optimization problem can be viewed as a Max-Flow problem in network optimization.
The object in a Max-Flow problem is to send as many units as possible from a source
node to a sink node, observing all bounds on arc flows. We illustrate how our problem
can be viewed as such a problem using the data set given in 3.1. As shown in Figure 5.1,
we introduce a source node s and a sink node t, and we represent the inner rectangles
A1, . . . , A5 and the observation rectangles R1, . . . , R6 by nodes. All inner rectangles are
connected to s by edges xsj , j = 1, . . . , m and all observation rectangles are connected to t
by edges xit, i = 1, . . . , n. An inner rectangle Aj is connected to an observation rectangle
Ri by an edge xji if and only if Aj ⊂ Ri. All edges are directional, pointing from left to
right.

The amount flowing through an edge xsj represents the probability mass assigned to
inner rectangle Aj . This probability mass then flows to all observation rectangles to which
Aj is connected: xji = xsj . Hence, there is no conservation of flow in these nodes, which is
somewhat nonstandard in network optimization.

In the nodes corresponding to the observation rectangles, there is conservation of flow,
i.e. xit =

∑m
j=1 xji. The amount flowing through an edge xit represents the probability

mass assigned to rectangle Ri.
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The optimization problem can now be written as a concave Max-Flow problem:

max
n∑

i=1

log(xit)

such that xsj ≥ 0 for j = 1, . . . , m and
∑m

j=1 xsj = 1. Since a lot of research has been done
on network optimization, we think that it may be worthwhile to look into this direction.

ts

R1A1

A2

A3 R3

A4

A5

R4

R5

R6

R2

Figure 5.1: Network optimization
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Chapter 6

(In)consistency of the naive MLE

In Chapter 3 we discussed basic properties of the naive MLE, without differentiating between
models A, B and C. However, for the consistency of the MLE, we need to discuss the models
separately. In section 6.1, we show that the MLE is consistent in model A. Subsequently,
we show in sections 6.2 and 6.3 that this does not carry through to models B and C. Since
the inconsistency is most apparent in model C, we treat model C before model B.

6.1 Model A

We can prove consistency of the MLE in model A using results of Van der Vaart and Wellner
[47]. Before we give their results, we need to introduce some concepts. Let P and Q be two
probability measures on a measurable space (Ω, Σ) and let p and q be the corresponding
densities with respect to a common domination measure ν. The Hellinger distance H(P, Q)
is defined by

H2(P, Q) def=
1
2

∫
(
√

p−√q)2dν.

We also denote this quantity by h(p, q). The distance in total variation dTV (P, Q) is defined
as

dTV (P,Q) def= sup
B∈Σ

|P (B)−Q(B)|.

We also denote this quantity by dTV (p, q), and it can be easily shown that

dTV (p, q) =
1
2

∫
|p− q|dν.

From the inequality
dTV (p, q) ≤

√
2h(p, q) (6.1)

it follows that Hellinger consistency implies consistency in total variation.
Finally, we introduce the concept of Vapnik-C̆ervonenkis classes, or VC-classes. We use

the definitions given by Van der Vaart and Wellner [48]. A collection of sets C of subsets
of the sample space Y is said to pick out a certain subset of the finite set {x1, . . . , xn} ⊂ Y
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if it can be written as {x1, . . . , xn} ∩ C for some C ∈ C. The collection C is said to shatter
{x1, . . . , xn} if C picks out each of its 2n subsets. The VC-index V (C) of C is the smallest n
for which no set of size n can be shattered by C. A collection C of measurable sets is called
a VC-class if its VC-index V (C) is finite.

We now give the setting of Van der Vaart and Wellner [47]:

”Suppose that Y is a random variable taking values in Y. Suppose that Y
has distribution Q on the measurable space (Y,B). Unfortunately we are not
able to observe Y itself. What we do observe is a vector of random sets CK =
(CK,1, . . . , CK,K) where K, the number of sets is itself random, and the sets
{CK,j}K

j=1 form a partition of Y, i.e. CK,j∩CK,j′ = ∅ if j 6= j′ and ∪K
j=1CK,j = Y.

More formally, we assume that K is an integer-valued random variable, and
C = {CK,j , j = 1, . . . , k, k = 1, 2, . . . }, is a triangular array of “random sets”,
and that Y and (K,C) are independent. Let X = (∆K , CK ,K), with a possible
value x = (δk, ck, k), where ∆k = (∆k,1, . . . , ∆k,k) with ∆k,j = 1{Y ∈ CK,j},
j = 1, 2, . . . , k, and Ck is the k-th row of the triangular array C. Suppose
we observe n i.i.d. copies of X; X1, . . . , Xn, where Xi = (∆(i)

K(i) , C
(i)

K(i) ,K
(i)),

i = 1, 2, . . . , n. Here (Y (i), C(i),K(i)), i = 1, 2, . . . are the underlying copies of
Y,C, K).”

Using their Glivenko-Cantelli preservation theorems, Van der Vaart and Wellner derive the
following:

Theorem 6.1 (Theorem 9 of [47]) If all CK,j ∈ C, a VC collection of subsets of Y, then
the MLE Q̂n satisfies h(pQ̂n

, pQ0)
a.s.−→ 0.

To obtain a statement analogous to the theorem of Schick and Yu [43], Van der Vaart and
Wellner introduce a measure µ, defined on Σ, a sigma algebra for the space C of subsets:

µ(B) =
∞∑

k=1

P (K = k)
k∑

j=1

P (Ck,j ∈ B|K = k), B ∈ Σ.

Combining (6.1) with the observation that

dTV (pQn , pQ0) =
K∑

k=1

P (K = k)
k∑

j=1

∫
|Q̂n(ck,j)−Q0(ck,j)|dGk(ck,j)

=
∫
|Q̂n(c)−Q0(c)|dµ(c)

def= d(Q̂n, Q0),

leads to L1(µ) consistency of Q̂n.

Theorem 6.2 (Theorem 10 of [47]) The MLE Q̂n satisfies d(Q̂n, Q0)
a.s.−→ 0.
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Our model A is a special case of the setting of Van der Vaart and Wellner. Therefore, we
can derive the same results. First, we derive Hellinger consistency of the MLE.

Lemma 6.3 In model A, The MLE F̂n satisfies h(pF̂n
, pF ) a.s.−→ 0.

Proof: Placing our model in the setting of Van der Vaart and Wellner, we have that K is
non-random and takes the value 9, since U1, U2, V1 and V2 define 9 rectangles. Furthermore,
the class C is the collection of rectangles in the non-negative quadrant of R2. The VC-index
of this class is 5, and therefore it is a VC-class. Hence, Hellinger consistency of the MLE
follows directly from Theorem 6.1. 2

In our model, the measure µ takes the following form:

µ(B) =
3∑

j=1

3∑

k=1

P (Rkj ∈ B), B ∈ Σ.

We can conclude that the MLE F̂n is L1(µ) consistent:

Lemma 6.4 In model A, the MLE F̂n satisfies d(F̂n, F ) a.s.−→ 0.

Proof: This follows directly from Theorem 6.2. 2

6.2 Model C

As we shall see, we cannot derive the same results for model C. This difference is caused
by the fact that observations of Y are uncensored in model C. Therefore, there is no fixed
dominating measure, and this lack of dominating measure prevents Hellinger consistency.
Note that it is possible to have consistency of F̂n while h(pF̂n

, pF ) a.s.−→ 0 does not hold.
This happens for example for univariate uncensored data. However, except for a very spe-
cial choice for the distribution of mass over the line segments, this is not the case for the
MLE F̂n in model C. In general, it is an inconsistent estimator for the distribution function
of (X, Y ).

We first give a short overview of the literature about consistency of the MLE in bivariate
censoring models in which it can occur that exactly one component is censored. In these
models, the observation rectangles can take the form of line segments. Several people have
looked at the (in)consistency of the MLE in the bivariate right censoring model. Leurgans,
Tsai and Crowley [35] show for the bivariate right censoring model that some sequences
of general maximum likelihood estimators (GMLE’s) of the survival function, such as the
sequence in which all mass on all rays is concentrated on the finite endpoints of the ray
and the sequence in which all mass on all rays is put near the infinite end of the ray, do
not converge to the true survival function. Prentice [40] states that up to date there have
been no sufficient conditions specified for the strong consistency and

√
n-convergence of

the bivariate survivor function MLE absent some grouping of absolutely continuous failure
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times, or absent the imposition of some smoothing assumptions on the survivor function.
Van der Laan [32] uses grouping of the observation lines on a grid to achieve consistency
and efficiency for the bivariate right censoring model.

For model B, with interval censored data on one axis and right censored on the other axis,
Groeneboom and Jongbloed [25] point out that the EM algorithm yields an inconsistent
estimator when applied to the raw data. They propose to transform the lines into strips in
order to get a consistent estimator.

Finally, Gentleman and Vandal [20] state the following:

“We would also like to point out that if nonparametric maximum likelihood
is the goal there is no need to coarsen the data as is often done. The exact
data, as recorded, can be used to find the maximal cliques and from there the
problem becomes infinite dimensional. Rounding or adjusting of the data may
have no effect, but it can also introduce orderings between observations where
none existed, and remove existing ordering relations.”

We do not agree with this point of view, since we think that an MLE is mostly useful if it
is consistent. As we will show later, the naive MLE that Gentleman and Vandal use is in
general inconsistent for models B and C. Therefore, it is worth looking at other choices of
MLEs, and some of these choices might involve coarsened data.

We now focus on model C. We assume that the marginal distribution of Y is continuous.
One can view the consistency problems from different perspectives. When looking at it in
terms of convergence properties, the source of the problem seems to lie in the fact that the
class of functions over which is maximized is too big. From a more algorithmic perspective,
the inconsistency is caused by the lack of overlap of the observation rectangles together
with the representational non-uniqueness of the MLE.

Representational non-uniqueness by itself does not need to cause inconsistency. For
example, in model A there is representational non-uniqueness. However, the fact that there
is positive probability for observation rectangles to overlap forces the sizes of the inner
rectangles to go to 0 as n goes to infinity. Therefore, the representational non-uniqueness
plays no role asymptotically. All functions in the equivalence class of the MLE are consistent
estimators, because different choices of how to distribute the mass over the inner rectangles
are asymptotically equivalent.

Also, lack of overlap of the observation rectangles does not need to cause inconsistency.
For example, for univariate uncensored data from a continuous distribution, the observation
rectangles take the form of points. With probability 1, they will be all distinct and the inner
rectangles will be the same as the observation rectangles. The MLE will assign mass 1/n to
each inner rectangle, i.e. to each observation point. There is neither mixture non-uniqueness
nor representational non-uniqueness. The equivalence class of the MLE contains only one
function and this is a consistent estimator.

However, in model C, the combination of lack of overlap between the observation rectan-
gles and representational non-uniqueness causes inconsistency. In model C the observation
rectangles take the form of line segments. With probability 1, there is no overlap between
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the observation rectangles, and the inner rectangles are the same as the observation rect-
angles. The MLE will assign mass 1/n to each inner rectangle, i.e. to each line segment.
There is no mixture non-uniqueness, but since the MLE is indifferent to how the mass is
distributed over the inner rectangles, there is representational non-uniqueness. And unlike
as in model A, the inner rectangles in model C do not get smaller as n gets larger because
of the lack of overlap. Therefore, the effects of the representational non-uniqueness do not
vanish as n goes to infinity. As Leurgans, Tsai and Crowley [35] showed for the bivariate
right censoring model, we show explicitly that many distribution functions in the equiva-
lence class of the MLE are inconsistent estimators. Hence, using the naive MLE gives an
inconsistent estimator in general.

Let F̂n denote the MLE. We first show that the derived estimate F̂Y,n from F̂n always
gives a consistent estimate of the marginal distribution function of Y . This is very straight-
forward, since the marginal distribution of Y only depends on the total amount of mass
that is placed at each line segment, and not on how this mass is distributed over the line
segment. However, the same is not true for the marginal distribution function of X. We
also show that it is possible to distribute the mass in such a way over the line segments
that the estimate of the joint distribution is inconsistent while the derived estimates of the
marginal distributions are consistent.

Lemma 6.5 No matter how we distribute the mass over the line segments, the MLE will
always yield a pointwise consistent estimate of the marginal distribution of Y .

Proof: Let F̂Y,n(y) denote the estimate of the marginal distribution of Y :

F̂Y,n(y) =
1
n

n∑

i=1

1{Yi ≤ y}.

By the Strong Law of Large Numbers this converges almost surely to

P (Y ≤ y) = FY (y),

where P (·) denotes the probability under the true distribution. This shows that the estimate
is pointwise consistent. 2

Now suppose that we place the mass as far as possible to the right at the line segments.
The following lemma shows that this gives an inconsistent estimate of F (x, y) and FX(x).

Lemma 6.6 Suppose we place the mass as far as possible to the right at the line segments.
For observations with (ci, yi, δi = 1), we place mass 1/n at the point (ci, yi). For observations
(ci, yi, δi = 0), we place mass 1/n at the point (∞, yi). This gives an inconsistent estimate
of the distribution function of (X, Y ). Furthermore, the derived estimate of the marginal
distribution function of X is also inconsistent. Since the probability mass is shifted too far
to the right, F̂n(x, y) and F̂X,n(x) are underestimates of F (x, y) and FX(x) respectively.
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Proof: For any fixed (x, y) ∈ R2 the MLE can be written as follows:

F̂n(x, y) =
1
n

n∑

i=1

1{∆i = 1, Ci ≤ x, Yi ≤ y} =
1
n

n∑

i=1

1{Xi ≤ Ci, Ci ≤ x, Yi ≤ y}.

By the Strong Law of Large Numbers, this converges almost surely to

P (X ≤ C ≤ x, Y ≤ y).

Since {X ≤ C ≤ x, Y ≤ y} ⊂ {X ≤ x, Y ≤ y}, it follows that

P (X ≤ C ≤ x, Y ≤ y) ≤ P (X ≤ x, Y ≤ y) = F (x, y).

Equality holds if and only if P (C = X) = 1. But in this case X and C are dependent,
which contradicts the assumptions of the model. Hence, for this choice of distributing mass
over the line segments, the naive MLE is inconsistent. It gives an underestimate of the true
distribution function of (X, Y ).
Similarly, we can show that the estimate F̂X,n(x) of the marginal distribution of X is
inconsistent:

F̂X,n(x) =
1
n

n∑

i=1

1{∆i = 1, Ci ≤ x} =
1
n

n∑

i=1

1{Xi ≤ Ci, Ci ≤ x}.

By the Strong Law of Large Numbers, this converges almost surely to P (X ≤ C ≤ x), and
this is smaller than P (X ≤ x) = FX(x) unless P (C = X) = 1 as above. 2

Remark: Note that it is intuitively obvious that the naive MLE results in an underestimate
of the true distribution functions. We are actually imputing the right endpoints of the
intervals to which X is censored as value for X. Thus, the mass is placed too far to the
right, and that results in an underestimate.

Also note that it is obvious that the naive MLE is consistent if P (X = C) = 1. In
this case, P (∆ = 1) = 1 and the MLE places mass 1/n at the points (ci, yi) = (xi, yi) for
i = 1, . . . , n. Hence, the MLE is the empirical distribution function of (X, Y ), which is
uniformly consistent.

Similar to Lemma 6.6 we can show that placing all probability mass in the left endpoints
of the line segments yields an inconsistent estimator that overestimates F (x, y) and FX(x).

Lemma 6.7 Suppose we place the mass as far as possible to the left at the line segments.
For observations with (ci, yi, δi = 1), we place mass 1/n at the point (0, yi). For observations
(ci, yi, δi = 0), we place mass 1/n at the point (ci, yi). This gives an inconsistent estimate
of the distribution function of (X,Y ). Furthermore, the derived estimate of the marginal
distribution function of X is also inconsistent. Since the probability mass is shifted too far
to the left, F̂n(x, y) and F̂X,n(x) are overestimates of F (x, y) and FX(x) respectively.
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Proof: The MLE can be written as:

F̂n(x, y) =
1
n

n∑

i=1

1{∆i = 1, Yi ≤ y}+ 1{∆i = 0, Ci ≤ x, Yi ≤ y}

=
1
n

n∑

i=1

1{Xi ≤ Ci, Yi ≤ y}+ 1{Xi > Ci, Ci ≤ x, Yi ≤ y}.

By the Strong Law of Large Numbers, this converges almost surely to

P (X ≤ C, Y ≤ y) + P (X > C, C ≤ x, Y ≤ y). (6.2)

From

{X ≤ C, Y ≤ y} ⊃ {X ≤ x, X ≤ C, Y ≤ y} and
{X > C,C ≤ x, Y ≤ y)} ⊃ {X > C,X ≤ x, Y ≤ y},

it follows that

P (X ≤ C, Y ≤ y) ≥ P (X ≤ x,X ≤ C, Y ≤ y) and (6.3)
P (X > C, C ≤ x, Y ≤ y) ≥ P (X > C, X ≤ x, Y ≤ y). (6.4)

Combining (6.2), (6.3) and (6.4) gives:

F̂n(x, y) a.s.−→P (X ≤ C, Y ≤ y) + P (X > C, C ≤ x, Y ≤ y)
≥ P (X ≤ C, X ≤ x, Y ≤ y) + P (X > C,X ≤ x, Y ≤ y)
= P (X ≤ x, Y ≤ y)
= F (x, y).

Equality holds if and only if equality holds in both inequalities (6.3) and (6.4). This is only
the case if P (X = 0) = 1, or, assuming that the marginal distribution of X is continuous,
if P (C = X−) = 1. The latter implies that X and Y are independent, which contradicts
the assumptions of our model. Hence, apart from the trivial case when P (X = 0) = 1, the
naive MLE is inconsistent and overestimates the true distribution of (X,Y ).

Similarly, it follows that the derived estimate of the marginal distribution of X is in-
consistent:

F̂X,n(x) =
1
n

n∑

i=1

1{∆i = 1}+ 1{∆i = 0, Ci ≤ x}

=
1
n

n∑

i=1

1{Xi ≤ Ci}+ 1{Xi > Ci, Ci ≤ x}.

By the Strong Law of Large Numbers, this converges almost surely to

P (X ≤ C) + P (X > C, C ≤ x),

which is bigger than or equal to P (X ≤ x) = FX(x) by similar inequalities as (6.3) and
(6.4). 2
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Now we consider the more general case in which we place the mass at some point between
the left endpoint and right endpoint of a ray.

Lemma 6.8 Let [0,M ] be the support of the marginal distribution of X, with 0 < M < ∞.
Let p ∈ (0, 1). For observations with (ci, yi, δi) with δi = 1, we place mass 1/n at the
point (pci, yi). For observations (ci, yi, δi) with δi = 0, we place mass 1/n at the point
(ci + p(M − ci), yi) = ((1 − p)ci + pM, yi). For any choice of p, this gives an inconsistent
estimate of the distribution function of (X, Y ). Furthermore, the derived estimate of the
marginal distribution function of X is also inconsistent.

Proof: For (x, y) ∈ R2 with x < pM , the mass corresponding to observations with δi = 0
does not contribute to the MLE. Hence, we get:

F̂n(x, y) =
1
n

n∑

i=1

[
1{∆i = 1, pCi ≤ x, Yi ≤ y}

+ 1{∆i = 0, (1− p)Ci + pM ≤ x, Yi ≤ y}1{x ≥ pM}
]

=
1
n

n∑

i=1

[
1{Xi ≤ Ci, pCi ≤ x, Yi ≤ y}

+ 1{Xi > Ci, (1− p)Ci + pM ≤ x, Yi ≤ y}1{x ≥ pM}
]
.

This converges almost surely to

P

(
X ≤ C ≤ x

p
, Y ≤ y

)
+ P

(
X > C, C ≤ x− pM

1− p
, Y ≤ y

)
1{x ≥ pM}.

We see again that the limit depends on the distribution of the censoring time C. For
x < pM , the second term in the limit vanishes, and we get:

F̂n(x, y) a.s.−→ P

(
X ≤ C ≤ x

p
, Y ≤ y

)
.

This equals P (X ≤ x, Y ≤ y) if and only if P (C = X
p ) = 1, but then X and C are depen-

dent. Hence, the MLE is inconsistent.

Similarly, it follows that the derived estimate of the marginal distribution function of
X is inconsistent:

F̂X,n(x) =
1
n

n∑

i=1

[
1{∆i = 1, pCi ≤ x}+ 1{∆i = 0, (1− p)Ci + pM ≤ x}1{x ≥ pM}

]

=
1
n

n∑

i=1

[
1{Xi ≤ Ci, pCi ≤ x}+ 1{Xi > Ci, (1− p)Ci + pM ≤ x}1{x ≥ pM}

]

a.s.−→ P (X ≤ C ≤ x

p
) + P

(
X > C,C ≤ x− pM

1− p

)
1{x ≤ pM}

6= P (X ≤ x).

2
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Remark: If the marginal distribution of X does not have finite support, we can let M →∞.
Then the mass corresponding to observations with δi = 0 never contributes to the MLE.
Hence, in this case we also get an inconsistent estimator except for the trivial case where
P (C = X

p ) = 1.

In the previous lemmas we saw that placing the probability mass at some fixed point of
the lines yield inconsistent estimates of the distribution function of (X, Y ). Furthermore,
the derived estimate for the marginal distribution is also inconsistent. However, we do not
need to put the mass in one point of the lines. We carry out some thought experiments. In
the next lemma, we suppose that we know the marginal distribution of X, and distribute the
mass over the line segments proportional to it. This gives an inconsistent estimate for the
distribution of (X, Y ), but the derived marginal distributions for X and Y are consistent.
Finally, in Lemma 6.10 we suppose that we know the conditional distribution of X given
Y . We show that we get a consistent estimate for the bivariate distribution function if we
distribute the mass over the line segments proportional to this conditional distribution.

Lemma 6.9 Suppose we know the marginal distribution FX of X. Let the probability mass
be distributed over the line segments proportional to Fx. For observations (ci, yi, δi = 1), we
have:

F̂n(x, yi)− F̂n(x, yi−) =

{
1
nFX(x)/FX(ci) for x ≤ ci

0 for x > ci

,

and for observations (ci, yi, δi = 0), we have:

F̂n(x, yi)− F̂n(x, yi−) =

{
0 for x ≤ ci

1
n (FX(x)− FX(ci)) / (1− FX(ci)) for x > ci

.

This gives an inconsistent estimate of the distribution function of (X, Y ). However, the
derived estimate for the marginal distribution function of X is consistent.

Proof: The estimator F̂n takes the following form:

F̂X,n(x, y) =
1
n

n∑

i=1

[
1{∆i = 1, Ci ≤ x, Yi ≤ y}+ 1{∆i = 1, Ci > x, Yi ≤ y} FX(x)

FX(Ci)

+ 1{∆i = 0, Ci ≤ x, Yi ≤ y}FX(x)− FX(Ci)
1− FX(Ci)

]

=
1
n

n∑

i=1

[
1{Xi ≤ Ci, Ci ≤ x, Yi ≤ y}+ 1{Xi ≤ Ci, Ci > x, Yi ≤ y} FX(x)

FX(Ci)

+ 1{Xi > Ci, Ci ≤ x, Yi ≤ y}FX(x)− FX(Ci)
1− FX(Ci)

]

a.s.−→ E

[
1{X ≤ C,C ≤ x, Y ≤ y}+ 1{X ≤ C,C > x, Y ≤ y} FX(x)

FX(C)

+1{X > C, C ≤ x, Y ≤ y}FX(x)− FX(C)
1− FX(C)

]
.
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Let c′ ≤ x and y′ ≤ y. Then the expectation of the last display, conditional on C = c′ and
Y = y′ equals:

P (X ≤ c′) + P (X > c′)
FX(x)− FX(c′)

1− FX(c′)
= FX(x).

For c′ > x and y′ ≤ y, this conditional expectation is:

P (X ≤ c′)
FX(x)
FX(c′)

= FX(x).

Hence, the value of the conditional expectation does not depend on C. Furthermore, the
value of the conditional expectation is 0 for y′ > y. By the law of iterated expectation it
follows that the unconditional expectation is

∫ y

y′=0
FX(x)dFY (y′) = FX(x)FY (y)

Unless X and Y are independent, this is not equal to F (x, y). Hence, the estimator is not
pointwise consistent.

By the same reasoning as above, it follows that the derived estimate of the marginal
distribution of X converges almost surely to FX(x), and is therefore pointwise consistent:

F̂X,n(x) =
1
n

n∑

i=1

[
1{∆i = 1, Ci ≤ x}+ 1{∆i = 1, Ci > x} FX(x)

FX(Ci)

+ 1{∆i = 0, Ci ≤ x}FX(x)− FX(Ci)
1− FX(Ci)

]

2

Now suppose we know the conditional distribution FX|Y (x|y) of X given Y . Distributing
the mass over the line segments proportional to this distribution yields a pointwise consistent
estimator.

Lemma 6.10 Suppose that we know the conditional distribution FX|Y of X given Y . Let
the probability mass be distributed over the line segments proportional to FX|Y . For obser-
vations (ci, yi, δi = 1), we have:

F̂n(x, yi)− F̂n(x, yi−) =

{
1
n

(
FX|Y (x|yi)

)
/

(
FX|Y (ci|yi)

)
for x ≤ ci

0 for x > ci

,

and for observations (ci, yi, δi = 0), we have:

F̂n(x, yi)− F̂n(x, yi−) =

{
0 for x ≤ ci

1
n

(
FX|Y (x|yi)− FX|Y (ci|yi)

)
/

(
1− FX|Y (ci|yi)

)
for x > ci

.

This gives a pointwise consistent estimate of the distribution function of (X, Y ).
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Proof: Completely analogous to the proof of Lemma 6.9 we can derive that

F̂n(x, y) a.s.−→ E

[
1{X ≤ C,C ≤ x, Y ≤ y}+ 1{X ≤ C,C > x, Y ≤ y} FX|Y (x|Y )

FX|Y (C|Y )

+1{X > C, C ≤ x, Y ≤ y}FX|Y (x|Y )− FX|Y (C|Y )
1− FX|Y (C|Y )

]
.

Let c′ ≤ x and y′ ≤ y. Then the expectation of the last display, conditional on C = c′ and
Y = y′ equals:

P (X ≤ c′|Y = y′) + P (X > c′|Y = y′)
FX|Y (x|y′)− FX|Y (c′|y′)

1− FX|Y (c′|y′) = FX|Y (x|y′).

For c′ > x and y′ ≤ y, this conditional expectation is:

P (X ≤ c′|Y = y′)
FX|Y (x|y′)
FX|Y (c′|y′) = FX|Y (x|y′).

Hence, the value of the conditional expectation does not depend on C. Furthermore, the
value of the conditional expectation is 0 for y′ > y. By the law of iterated expectation it
follows that the unconditional expectation is

∫ y

y′=0
FX|Y (x|y′)dFY (y′) = F (x, y)

This proves that the estimator is pointwise consistent. 2

We can conclude that the MLE determines how much mass must be placed at each
line segment, but it does not determine how the mass should be distributed within the
line segments. This representational non-uniqueness results in a large equivalence class
of MLEs. In order to choose a consistent estimator from this class, we need some extra
information. Lemma 6.10 shows that knowledge of the conditional distribution of X given
Y is the information we need. However, in general this distribution is unknown and the
estimation of it is an interesting problem in itself. However, if we have a consistent estimate
F̂X|Y,n of this conditional distribution, it should be possible to prove that distributing the
probability mass over the line segments proportional to F̂X|Y,n yields a consistent estimate
of the distribution function of (X,Y ).

6.3 Model B

If there is no censoring on the y-axis in model B, it easily follows that all lemmas from the
previous section carry through. Counter intuitively, the more censoring there is on the y-
axis, the less problems we have with consistency. Namely, observations that are censored on
the y-axis give observation rectangles that take the form of real rectangles. These rectangles
intersect with the line segments, and thereby reduce the problem of representational non-
uniqueness.

65



We did some simulation studies with data generated from exponential models. The
results were surprisingly good. Figure 6.3 shows the results for the following model. We
tested the naive approach for model B, using simulation data generated from the following
model:

X, Z ∼ exp(1), Y = X + Z

C1, C2 ∼ exp(1), C3 ∼ exp(2/3) (6.5)
U1 = C(1), U2 = C(2), V = C(3)

We calculated the MLE of the bivariate distribution for four different sample sizes: 100,
250, 500, and 1000. For each sample size we took 10 replicates. From the bivariate estimate,
we obtained an estimate for the distribution function G(z) of Z by summing all mass of
the bivariate estimate that was placed in the area {(x, y) ∈ R2 : y− x ≤ z}. The error bars
in Figure 6.3 show the sample mean plus or minus two sample standard deviations of our
estimates of G(z) for a sequence of values for z. The estimator seems to behave really well,
and it seems to converge to the true distribution of Z.

A possible explanation for the good results of the simulation studies is that the censor-
ing scheme was such that for every area for which there is positive probability of getting
uncensored observations, there is also positive probability of getting censored observations.
If the sample size goes to infinity, this implies that every line segment will be intersected by
a growing number of rectangles. This causes the inner rectangles to converge to zero. This
observation leads to the following conjecture:

Conjecture 6.11 Let the distribution of the uncensored observation be dominated by the
distribution of the censored observations. Then the naive MLE yields a consistent estimate
of the distribution function of (X, Y ).

However, in general this domination won’t be true. For example, it might well be possible
that there are regions where all observations are uncensored in Y . Hence, in general, the
naive MLE yields an inconsistent estimator in model B.
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Figure 6.1: Simulation results of the naive MLE for data generated from model (6.5). For each sample
size, 10 data sets were generated. The red line shows the actual distribution of the incubation time period.
The error bars show the sample mean plus or minus two sample standard deviations.
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Chapter 7

Repairing the inconsistency of the
naive MLE in models B and C

Recall from sections 2.2 and 2.3 that the naive MLE is a specific choice for the likelihood.
To repair the inconsistency, we now consider several other choices or modifications of the
likelihood. The key in all methods is to limit the class of functions over which we maxi-
mize. We can achieve this by explicitly maximizing over a smaller class of functions, or by
smoothing the empirical measure. All methods use a bandwidth parameter. The bandwidth
should be chosen carefully in order to achieve consistency. In order to let the bias go to
0, the bandwidth should go to 0 as n goes to infinity, but it should converge to 0 slowly
enough in order to decrease the class of functions over which we maximize sufficiently.

Instead of maximizing the likelihood, we can also construct an estimator based on min-
imization of the Kullback-Leibler distance. We discuss this in section 7.3. In Chapter 8 we
apply several of the methods that are discussed here to data from the Amsterdam Cohort
Study among injecting drug users (IDU).

7.1 Explicitly limiting the class of functions over which is
maximized

Based on the idea that the derived marginal estimators of an inconsistent estimator of the
bivariate distribution function are inconsistent, one could try to limit the class of functions
over which is maximized by only allowing functions that give consistent marginal estima-
tors. This will limit the class somewhat. However, as we saw in Lemma 6.9 of section 6.2,
it is possible to have an inconsistent bivariate estimator while the marginal estimators are
consistent. Therefore, this approach does not solve the inconsistency problems.

Groeneboom [27] suggest using a sieved MLE, restricting the allowed solutions to a sieve
of functions. One possibility is to suppose that the density f is piecewise constant:

f =
M∑

j=1

λj1{Aj},
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where the regions Aj form a partition of the compact support of the density f and the λj

are nonnegative parameters. We then need to estimate the parameters λj that completely
determine f . As an example, Groeneboom takes the Aj to be grid cells of a rectangular
grid:

f =
M1∑

j=1

M2∑

k=1

λjk1{(aj−1, aj ]× (bk−1, bk]}. (7.1)

The optimization can be done with a combination of IQM and a vertex direction method,
as described in Chapter 5.

In Chapter 8 we calculate the MLE on a sieve determined by (7.1) for the IDU data,
using a program written by Groeneboom.

7.2 Smoothing the empirical measure

Another way to limit the class of functions over which is maximized is to smooth the em-
pirical measure. This can be done in various ways.

Transforming the line segments into strips
We can transform the observation lines into strips, as for example done by Groeneboom
and Jongbloed [25], and then calculate the MLE based on the transformed observations.
Transforming the line segments into strips corresponds to adding some uncertainty to the
exact observations. Instead of observing that Y = y, we act as if we observe that Y ∈
(y−hn, y+hn], actually removing some information from the data. We refer to this method
by the term MLE based on strips. For hn = 0, the MLE based on strips corresponds to the
naive MLE.

While transforming the line segments into strips may seem counter-intuitive, it can solve
the inconsistency problems. From a convergence point of view, the transformation repairs
the inconsistency of the MLE because it smoothes the empirical measure. This brings us
back into a situation with a fixed dominating measure. From an algorithmic point of view,
transforming the line segments into strips creates a positive probability for strips to overlap.
Hence the sizes of the inner rectangles converge to 0 as n goes to infinity, and the repre-
sentational non-uniqueness plays no role asymptotically. A third way to understand this
method is to view it as an implicit way to estimate the conditional distribution of X given
Y . In section 6.2 we saw that knowledge of this distribution gives a consistent estimator.

With respect to the calculation of the MLE, transforming the lines into strips brings us
back into the situation of model A, and we can apply the methods described in Chapter 4
and 5. In Chapter 8 we calculate the MLE based on strips for the IDU data. We also apply
the EM algorithm based on strips as described by Groeneboom and Jongbloed [25].

Grouping line segments
We can also smooth the empirical measure by grouping different observations together in
grid cells, as is for example done by Van der Laan [32] for the bivariate right censoring
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model. This method is similar in spirit to the MLE based on strips.

Other methods that are based on grouping observations are methods that estimate the
conditional distribution FX|Y of X given Y . We explain this by first for model C. Recall
from Chapter 6 that the naive MLE assigns mass 1/n to each line segment (provided there
are no ties) and that we can construct a consistent estimator by distributing the mass over
the line segments proportional to FX|Y . However, since in general we do not know FX|Y ,
we need to estimate it. We could estimate FX|Y =y′ by estimating the distribution of X
based on observations for which yi is close to y′. In other words, we can place a window
(y′ − hn, y′ + hn) around y′, group all observations for which yi ∈ (y′ − hn, y′ + hn), and
then estimate the distribution of X for these observations.

Since we need to estimate the conditional distribution of X given Y for all observed
values of Y , this approach reduces the problem to a series of n estimation problems with
univariate current status data. We denote the estimate of FX|Y by F̂X|Y , suppressing the
dependence of the estimator on n and hn. We can take F̂X|Y (x|y′) to be the left derivative
of the greatest convex minorant (GCM) of the cumulative sum diagram formed from all
(Ci, ∆i) pairs for which Yi ∈ (y′ − hn, y′ + hn).

One obvious generalization of this estimate is to use a kernel instead of a window (which
is a uniform kernel), so that more weight is put on observations that are closer to y′. We
expect a smooth kernel to give better results than a window.

For model B, the right censoring on the y-axis makes the estimator somewhat more
complicated. In this situation we can estimate FX|Y (x|y′) by estimating the distribution
of X based on all observations (u1i, u2i, ti, δ) with δ1k = 1 and ti ∈ (y′ − hn, y′ + hn), or
δ2k = 1 and ti < y′. This gives a series of univariate estimation problems with interval
censored case 2 data, which can be solved by for example the Iterative Convex Minorant
(ICM) algorithm.

7.3 A Kullback-Leibler approach

Following up on a suggestion by dr. E. A. Cator, we explored a somewhat different approach,
based on minimizing the Kullback-Leibler distance. The Kullback-Leibler distance between
two densities f0(x) and f1(x) with respect to a σ-finite measure µ is defined as

K(f0, f1) = E0 log
f0(X)
f1(X)

=
∫

log
f0(x)
f1(x)

f0(x)dµ(x).

The Kullback-Leibler distance is not a real distance, as it is not symmetric in its arguments
and the triangle inequality is not satisfied. Minimizing the Kullback-Leibler distance seems
promising to us, as it can be viewed as a generalization of the MLE. One could also minimize
other distances, for example the Hellinger distance (which is a real distance), but the link
with the MLE is less clear in that case.

In every censoring model, we have a hidden space with the variables that we are inter-
ested in, and an observation space with the variables that we observe. We first introduce
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ĝn

K(ĝn, S(f, k))
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S(f, k)
k

f

Figure 7.1: The Kullback-Leibler approach.

some notation. Let G be the distribution of the observed data, with density g. Let ĝn be
the estimate of this density. And, as before, let F be the distribution function of the hidden
variables, with density f , and let K be the distribution of the censoring variables, with
density k.

The main idea is as follows. We estimate the density of the observed data first. All
observed data points are uncensored, so we can for example use kernel estimators to do
this. We then study mappings S from densities in the hidden space to densities in the
observation space. S acts on f , the density of the hidden variables, and k, the density
of the censoring variables. We obtain our estimator by minimizing the Kullback-Leibler
distance K(ĝn, S(f, k)) (or K(S(f, k), ĝn)) over f and k. This is illustrated in Figure 7.1.

The reason for looking at the Kullback-Leibler distance is its connection with maximum
likelihood. To see this, consider a sample X1, . . . , Xn from a density fθ in a parametric
model. The maximum likelihood estimator θ̂n maximizes the function θ → ∑n

i=1 log fθ(Xi),
or equivalently, the function

Mn(θ) =
1
n

n∑

i=1

log
fθ

fθ0

(Xi)

By the law of large numbers, Mn
a.s.−→ Eθ0 log (fθ/fθ0) = −K (fθ0 , fθ). Hence, maximizing

the log likelihood corresponds to minimizing the Kullback-Leibler distance with fθ0 replaced
by some empirical version of it. Since the Kullback-Leibler distance is not symmetric in its
arguments, the order of the arguments might matter for the minimization. However, for
the models we considered, this was not the case.

There are several ways to minimize the Kullback-Leibler distance. We can solve it within
the class of densities (or distribution functions), or we can solve it in a more general class
of functions. Of these two, solving it within the class of densities is closest to maximum
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likelihood. That is desirable, because it opens the possibility to embed the MLE in a larger
class of optimization problems. Solving the problem in a more general class of functions can
be easier. However, with this method we are not guaranteed that the solution is a density
or distribution function.

Univariate current status data
We illustrate the methods using several examples. First, we consider univariate current
status data. Let X be the hidden variable, and let C be the censoring variable. We assume
that X and C are independent. We observe

(C, ∆) where ∆ def= 1{X ≤ C}.

First, we estimate the density of (C, ∆) on R × {0, 1}. We can do this by estimating by
the density for ∆ = 0 and ∆ = 1 separately. Thus, we can take all observation points for
which δi = 0, and estimate the density of the corresponding ci’s. We denote this estimator
by ĝn,0(c). We can do the same for all observations for which δi = 1 and we denote this
estimator by ĝn,1(c). We combine these two estimators in an estimator for (C, ∆):

ĝn(c, δ) = δĝn,1(c) + (1− δ)ĝn,0(c).

We then study mappings from the hidden space to the observation space. Let F be the
distribution function of the hidden variable X, and let K be the distribution function of
C. Let f and k be the corresponding densities with respect to Lebesgue measure. We can
write the mapping from the hidden space to the observation space as:

[S(f, k)](c, δ) = δk(c)
∫ c

0
f(s)ds + (1− δ)k(c)

∫ ∞

c
f(s)ds

= k(c){δF (c) + (1− δ)(1− F (c)}.

The Kullback-Leibler distance K(ĝn, S(f, k)) between ĝn and S(f, k) is given by:

K(ĝn, S(f, k)) =
∫ [

log
(

ĝn,0(c)
S(f, k)(c, 0)

)
ĝn,0(c) + log

(
ĝn,1(c)

S(f, k)(c, 1)

)
ĝn,1(c)

]
dc

=
∫ [

log
(

ĝn,0(c)
k(c)(1− F (c))

)
ĝn,0(c) + log

(
ĝn,1(c)

k(c)F (c)

)
ĝn,1(c)

]
dc.

Since this quantity factors in a part depending on f and a part depending on k, we do not
need to minimize over f and k simultaneously, and it suffices to minimize over f only. We
carry out the minimization over a general class of functions f by minimizing the integrand
pointwise. Thus, we differentiate the integrand pointwise with respect to F (c) and set this
equal to 0. This yields

ĝn,0(c)
1− F̂n(c)

− ĝn,1(c)
F̂n(c)

= 0,
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which gives

F̂n(c) =
ĝn,1(c)

ĝn,0(c) + ĝn,1(c)
and f̂n(c) =

d

dc

ĝn,1(c)
ĝn,0(c) + ĝn,1(c)

. (7.2)

We can change the order of the arguments in the Kullback-Leibler distance, and minimize
K(S(f, k), ĝn) instead:

K(S(f, k), ĝn) =
∫ [

log
(

S(f, k)(c, 0)
ĝn,0(c)

)
S(f, k)(c, 0) + log

(
S(f, k)(c, 1)

ĝn,1(c)

)
S(f, k)(c, 1)

]
dc

=
∫ [

log
(

k(c)(1− F (c))
ĝn,0(c)

)
k(c)(1− F (c)) + log

(
k(c)F (c)
ĝn,1(c)

)
k(c)F (c)

]
dc.

Differentiating the integrand pointwise with respect to F (c) and setting this equal to 0
gives:

− log(1− F̂n(c)) + log(ĝn,0(c)) + log F̂n(c)− log(ĝn,1(c)) = 0,

which yields the same solution F̂n as before.

Note that in general, F̂n does not need to be a distribution function. It is clear that it
is bounded by 0 and 1, but it might be not monotone non-decreasing. We can repair this
by for example taking as our estimator the distribution function F that minimizes

∫
{F (c)− F̂n(c)}2dc.

Model C
We now consider model C. The hidden space is the set of distributions of (X,Y ), and we
observe

(C, Y, ∆) where ∆ def= 1{X ≤ C}.
We assume that (X, Y ) is independent of C.

First, we estimate the density of (C, Y,∆) on R2 × {0, 1} using kernel estimators. We
denote the estimators based on observations with δi = 0 and δi = 1 by ĝn,0(c, y) and
ĝn,1(c, y) respectively. We can write the estimate of the density of (C, Y,∆) as

ĝn(c, y, δ) = δĝn,1(c, y) + (1− δ)ĝn,0(c, y).

Next we consider mappings from the hidden space to the observation space. Let F be the
distribution function of (X, Y ), let FY (y) be the marginal distribution function of Y , and
let K be the distribution function of C. Let f , fY and k be the corresponding densities.

Let u(c, y) def=
∫ c
0 f(s, y)ds, so that

∫∞
c f(s, y)ds = fY (y)− u(c, y). Then the mapping from

densities in the hidden space to densities in the observation space is given by:

[S(f, k)](c, y, δ) = δk(c)
∫ c

0
f(s, y)ds + (1− δ)k(c)

∫ ∞

c
f(s, y)ds

= δk(c)u(c, y) + (1− δ)k(c)(fY (y)− u(c, y)).
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The Kullback-Leibler distance K(ĝn, S(f, k)) is:

K(ĝn, S(f, k)) =
∫

log
(

ĝn,0(c, y)
S(f, k)(c, 0)

)
ĝn,0(c, y) + log

(
ĝn,1(c, y)

S(f, k)(c, 1)

)
ĝn,1(c, y)dc

=
∫

log
(

ĝn,0(c, y)
k(c)(fy(y)− u(c, y)))

)
ĝn,0(c, y) + log

(
ĝn,1(c, y)

k(c)u(c, y)

)
ĝn,1(c, y)dc.

We can minimize K(ĝn, S(f, k)) as we did before over a general class of functions. We
differentiate pointwise with respect to u(c, y) inside the integral sign and set this expression
equal to 0. This gives:

ĝn,0(c, y)
fY (y)− ûn(c, y)

− ĝn,1(c, y)
ûn(c, y)

= 0,

which yields

ûn(c, y) =
fY (y)ĝn,1(c, y)

ĝn,0(c, y) + ĝn,1(c, y)
.

Hence, we get

F̂n(c, y) =
∫ y

0
ûn(c, y′)dy′ =

∫ y

0

fY (y′)ĝn,1(c, y′)
ĝn,0(c, y′) + ĝn,1(c, y′)

dy′

and

f̂n(c, y) =
d

dc

(
fY (y)ĝn,1(c, y)

ĝn,0(c, y) + ĝn,1(c, y)

)
. (7.3)

Again, there is no guarantee that F̂n is a distribution function. Changing the arguments
of the Kullback-Leibler distance, and minimizing K(S(f, k), ĝn) instead, gives the same re-
sults. Note that the solution (7.3) of model C is very similar to the solution (7.2) of the
univariate current status model. They differ only in the fact that the marginal density of Y
appears in the solution of the bivariate model. This is an important difference between the
1-dimensional and the 2-dimensional situation. The appearance of fY (y) might be related
to Lemma 6.10, which says that we can make the naive MLE consistent by distributing
the mass over the line segments proportional to the conditional distribution of X given Y .
Namely, an estimate of fY provides the needed denominator for the conditional density fX|Y .

Univariate right censoring
Next, we consider univariate right censoring. The hidden variable is X, the censoring time
is C, and we observe

(T, ∆) where T
def= X ∧ C and ∆ def= {X ≤ C}.

Let F be the distribution function of X with density f . Let K be the distribution function
of C with density k. We assume that X and C are independent.

Let ĝn,1(t) be a density estimate based on the observations for which δi = 1. Let ĝn,0(t)
be a density estimate based on the observations for which δi = 0. Thus, ĝn,1(t) estimates
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f(t)
∫∞
t k(c)dc = f(t)(1 − K(t)), and ĝn,0(t) estimates k(t)

∫∞
t f(x)dx = k(t)(1 − F (t)).

Then, the density estimate of (T, ∆) on R× {0, 1} is

ĝn(t, δ) = δĝn,1(t) + (1− δ)ĝn,0(t).

We consider mappings S from densities in the hidden space to densities in the observation
space:

[S(f, k)] (t, δ) = δf(t)(1−K(t)) + (1− δ)k(t)(1− F (t)).

The Kullback-Leibler distance K(ĝn, S(f, k)) is:

K(ĝn, S(f, k)) =
∫

log
(

ĝn,0(t)
k(t)(1− F (t))

)
ĝn,0(t) + log

(
ĝn,1(t)

f(t)(1−K(t))

)
ĝn,1(t)dt

We cannot minimize the integrand pointwise as we did before, as the integrand is a function
of f(t) and F (t) =

∫ t
0 f(s)ds. Therefore, we minimize the integrand using calculus of

variation as described by for example Sagan [42]. In fact, the integrand that we need to
minimize is a special case of the Euler-Lagrange equation. The solution is given in the
following theorem:

Theorem 7.1 (Theorem I.1 of [42]) Let h(t, y, y′) be a function which is continuous and
has continuous derivatives of the first and second order with respect to each variable, and
let y = y(t) be a continuous function with a continuous first- and second order derivative,
and let

y(t1) = y1,

y(t2) = y2.

Then, in order to yield a minimum for

I =
∫ t2

t1

h(t, y, y′)dt

it is necessary that y(t) satisfy the second-order differential equation

∂h

∂y
− d

dt

∂h

∂y′
= 0.

We can use this theorem with t1 = 0, t2 = ∞, y(t) = F (t), y′(t) = f(t), and

h(t, y, y′) = log
(

ĝn,0(t)
k(t)(1− y(t))

)
ĝn,0(t) + log

(
ĝn,1(t)

y′(t)(1−K(t))

)
ĝn,1(t).

We have
∂h

∂y
=

ĝn,0(t)
1− y(t)

,
∂h

∂y′
= − ĝn,1(t)

y′(t)
.

Hence, a necessary condition for the solution y(t) is that it satisfies the second order differ-
ential equation

ĝn,0(t)
1− y(t)

= − d

dt

ĝn,1(t)
y′(t)

.
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The solution for this problem is given by:

F̂n(t) = 1− exp
(
−

∫ t

0

ĝn,1(s)∫∞
s ĝn,0(s′) + ĝn,1(s′)ds′

ds

)
.

Acting on a suggestion of dr. ir. G. Jongbloed, we also worked out an approach that we
denote by the term inverse method approach. Recall that ĝn,1(t) estimates f(t)(1−K(t)).
Hence, a logical estimator for f(t) is:

f̂n(t) =
ĝn,1(t)

1− K̂(t)
,

where K̂ is an estimator of the censoring distribution K. As an estimator for F (t), we can
then take

F̂n(t) =
∫ t

0

ĝn,1(t′)
1− K̂(t′)

dt′.

Similarly, recall that ĝn,0(t) estimates k(t)(1−F (t)). Hence, logical estimators for F (t) and
f(t) are:

F̂n(t) = − ĝn,0(t)

k̂(t)
and f̂n(t) = − d

dt

ĝn,0(t)

k̂(t)
,

where k̂(t) is a kernel estimator of k(t).
We see that the inverse method approach gives two different estimators. In general,

it can give many estimators, and it is not clear which estimator, or which combination of
estimators should be used. The advantage of the Kullback-Leibler approach is that it gives
a well defined procedure to obtain a single estimator.

Model B
Finally, we consider model B. The hidden variables are (X, Y ), and we observe

(U1, U2, T,∆) where T
def= Y ∧ C

and ∆ def= (∆11, ∆12, ∆13, ∆21, ∆22, ∆23), as defined in section 2.2. Recall that F denotes the
distribution function of (X,Y ), and that K denotes the distribution function of (U1, U2, C).
Let f and k be the corresponding densities. We assume that (X,Y ) and (U1, U2, C) are
independent.

As in section 2.2, we use the notation Rjk(U1, U2, T ) to indicate the set to which (X, Y )
belongs if ∆jk = 1. Let ĝn,jk(u1, u2, t) be the density estimate based on the observed
variables for which δjki = 1, j = 1, 2, k = 1, 2, 3. Then ĝn,11(u1, u2, t) estimates

∫ u1

0
f(s, t)ds

∫ ∞

t
k(u1, u2, c)dc = PF (R11(u1, u2, t))

∫ ∞

t
k(u1, u2, c)dc.
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In general, gn,1k(u1, u2, t) estimates

PF (R1k(u1, u2, t))
∫ ∞

t
k(u1, u2, c)dc for k = 1, 2, 3.

Similarly, ĝn,21(u1, u2, t) estimates

k(u1, u2, t)
∫ ∞

t

∫ u1

0
f(s, y)dsdy = k(u1, u2, t)PF (R21(u1, u2, t)).

In general, ĝn,2k(u1, u2, t) estimates

k(u1, u2, t)PF (R2k(u1, u2, t)) for k = 1, 2, 3.

The mapping S(f, k) from densities in the hidden space to densities in the observation space
has the following form:

[S(f, k)] (u1, u2, t, δ) =
3∑

k=1

[
δ1kPF (R1k(u1, u2, t))

∫ ∞

t
k(u1, u2, c)dc

+ δ2kk(u1, u2, t)PF (R2k(u1, u2, t))
]
.

The Kullback-Leibler distance K(ĝn, S(f, k)) is:

K(ĝn, S(f, k) =
∫∫∫ 3∑

k=1

[
log

(
ĝn,1k(u1, u2, t)

PF (R1k(u1, u2, t))
∫∞
t k(u1, u2, c)dc

ĝn,1k(u1, u2, t)
)

+ log
(

ĝn,2k(u1, u2, t)
PF (R2k(u1, u2, t))k(u1, u2, t)

ĝn,2k(u1, u2, t)
)]

du1du2dt.

This expression is difficult to minimize analytically. It might be possible to get an approx-
imate numerical solution, but we have not yet found a way to do this. Alternatively, we
could use the inverse-method again, but that will lead to 6 different estimates.
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Chapter 8

Application to AIDS data

In this chapter we discuss the estimation of the incubation period of HIV/AIDS based
on data from the Amsterdam Cohort Study among injecting drug users. We apply three
modifications of the naive MLE: the MLE based on strips, the EM algorithm based on
strips, and the MLE on a sieve of piecewise constant densities. For comparison, we also
show the results of a simple parametric model and a 1-dimensional approach. However, we
start with an overview of HIV/AIDS and a description of the data set.

8.1 An overview of HIV/AIDS

The disease that we now call AIDS started in the 1930s. The first case in a human dates
back to 1958. The spread of the disease really began in 1981. At that time, clinicians in New
York City, San Francisco and Los Angelos recognized a new immunodeficiency syndrome
among gay men. Initially, the illness was called Gay Related Immunodeficiency Syndrome
(GRIDS). However, it soon became clear that the disease spread to other segments of the
population, including injecting drug users, hemophiliacs, blood transfusion recipients and
high-risk heterosexuals. By the end of 1981, several hundred cases had been identified and
the disease was named Acquired Immune Deficiency Syndrome (AIDS).

The changing definition of AIDS
The definition of AIDS has changed several times. We give an overview of the case definitions
that have been used, based mostly on Osmond [38] and Root-Bernstein [41].

In September 1982, the Centers for Disease Control (CDC) published the first AIDS
case definition in the Morbidity and Mortality Weekly Report [7]. In this first surveillance
definition, diagnosis for AIDS could be made only in people with opportunistic diseases
if they had no known cause for diminished resistance to that disease. Thus, for example
patients undergoing cancer chemotherapies, transplant patients, or people born with defec-
tive immune systems were excluded as AIDS patients by definition. The term opportunistic
diseases refers to a group of diseases that will most often occur given the ‘opportunity’ of
a damaged or weakened immune system.

In 1984 the CDC revised its definition by expanding the list of diseases diagnostic for
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AIDS [8]. The discovery of the Human Immunodeficiency Virus (HIV) and its identification
as the cause of AIDS during 1984 caused another revision in June 1985 [9]. The fact whether
or not a person had become infected with HIV played a crucial role in the new definition. In
August 1987, the CDC published a major revision of the case definition for surveillance [10].
The list of opportunistic infections indicative for AIDS was expanded to 24. An important
change in the 1987 revision was the statement that regardless of the presence of other causes
of immunodeficiency, in the presence of laboratory evidence for HIV, certain diseases were
diagnostic for AIDS.

In 1993 the CDC added a CD4 lymphocyte count below 200/mm3 in an HIV positive
person to the AIDS definition to sidestep the deficiencies of a definition based solely on a
diagnosis list [11]. Furthermore, three clinical conditions in an HIV positive person were
added. The 1993 revision resulted in a large increase in the number of AIDS cases reported
in 1993, primarily adding persons with a CD4 lymphocyte count below 200/mm3. In the
United States, the total number of reported AIDS cases in 1993 was 106,949 compared to
47,572 in 1992 [12]. The changes in the definition also have an effect on the length of the
incubation period of HIV/AIDS and the survival time after diagnosis with AIDS. Osmond
et al. [39] show that estimates of the survival time with AIDS are approximately doubled
by including a CD4 lymphocyte count below 200, from about 18 to 24 months to 36 to 48
months.

Osmond [38] states that the AIDS case definition affects several competing interests.
For surveillance purposes, the definition should be sensitive and specific, but it should also
be consistent over time. For public health service providers, the number of AIDS cases
in a region affects the federal funding allocations, and completeness of case reporting is an
important consideration. From the patient’s point of view, the most important consideration
is obtaining access to care and services, some of which depend on meeting the case definition,
without exposure to possible negative social consequences from being identified as an AIDS
case. As the changing definition of AIDS shows, it is hard to meet these competing interests.

In developing countries, it is even more complicated because of the lack of facilities for
HIV testing and for diagnosing conditions indicative for AIDS. The World Health Organi-
zation (WHO) proposed a simplified definition that would be applicable in conditions with
only simple facilities available [6]. This definition has been widely used in Africa for surveil-
lance, although it lacks specificity and in particular has low sensitivity. Another version of
a case definition for AIDS in Africa [14] adds HIV serology and tuberculosis. In addition to
the simplified definitions proposed for use in Africa, the Pan American Health Organization
has proposed a definition for use in Latin America, known as the Caracas definition [6].

The global epidemic
The annual ‘AIDS and epidemic update’ reports on the latest developments in the global
HIV/AIDS epidemic. The December 2002 edition [30] estimates that currently 42 million
people are living with HIV/AIDS worldwide. Among these, 3.2 million are under 15 years of
age, 29.4 million are living in Sub-Saharan Africa, and about half of the infected adults are
women. An estimated 5 million people got newly infected in 2002, among whom 800,000
children under 15. An estimated 3.1 million people died from AIDS in 2002, including
610,000 children under 15. In the 1990s over 13 million children were orphaned due to
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the premature death of their parents from AIDS. The UNAIDS report also explores new
trends in the epidemic’s evolution, and has a special section examining the links between
HIV/AIDS and humanitarian crises.

In developed countries antiretroviral therapies were introduced in the late 1990s and
allowed HIV-infected individuals to live longer and healthier lives. However, these medicines
have heavy side effects, and there is a danger of getting resistant strains of the HIV virus.
The availability of medication may also be associated with people relapsing in unsafe sex
habits.

For developing countries the problem is more complex. The impact of AIDS on societies
is tremendous. There is no infrastructure to support the use of antiretroviral drugs, the
cost of the drugs is too high, and the vast majority of HIV-infected people do not even
know they are infected. UNAIDS [30] states that fewer than 4% of people in need of
antiretroviral treatment in low- and middle income countries were receiving drugs at the
end of 2001. Worldwide, less than 10% of people with HIV/AIDS have access to care or
treatment for opportunistic infections. Education and condom distribution campaigns have
had varying success. There are indications that prevention efforts have been effective among
young people in Uganda, Ethiopia and South Africa.

Over the past years, large amounts of resources have been used for the development
of HIV/AIDS vaccines. HIV/AIDS vaccines can be divided into two classes: preventive
vaccines and therapeutic vaccines. Preventive vaccines are meant to prevent HIV infection
in HIV negative individuals. Therapeutic vaccines are meant to improve the immune sys-
tem of HIV positive individuals. Mainly due to the genetic variability of the HIV virus,
developing a vaccine has been an enormous scientific challenge. Currently no HIV/AIDS
vaccines are approved for use. However, many are tested in clinical trial studies.

The incubation period
We first introduce some terminology. People that have not been infected with HIV, are
called seronegative. People that have been infected with HIV are called seropositive and
are referenced as seroprevalent cases. At the time of infection, a person changes from
seronegative to seropositive - this is called seroconversion. The tests that are currently
available cannot detect infection immediately. After infection at some time x, there is a
so-called window period (x, x + δ) in which it is not possible to detect the infection. This
window period is estimated to be about three months in length. The existence of this
window period introduces a risk for blood transfusion agencies.

The incubation period of HIV/AIDS is defined as the period between HIV infection and
the onset of AIDS. For simplicity, we do not take the window period into account. This
means that the incubation period that we estimate is actually not the period between time
of infection and time of onset of AIDS, but the period between the end of the window period
and the onset of AIDS. However, for readability, we still use the terminology ‘the time of
infection’ instead of ‘the end of the window period after infection’.

The incubation period of HIV/AIDS is of interest to epidemiologists for several reasons.
The so-called basic reproductive number R0 plays a key role in the study of epidemics. This
number represents the average number of people that are infected by an infected person.
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If R0 is smaller than 1, the epidemic will die out. If it is bigger than 1, the epidemic will
spread. R0 is defined as

R0 =
βc

ν
,

where β is the probability of infecting a person given that there was contact, 1/ν is the
average length of infection, and c represents the average rate of contact. In the case of
AIDS, 1/ν corresponds to the period between HIV infection and death from AIDS. Thus,
a good estimate of this period will improve the estimate of R0. Mainly because of the fact
that the incubation period is highly correlated to 1/ν, future predictions of the HIV/AIDS
epidemic are usually very sensitive to the incubation period. Hence, a better estimate of
the incubation period could improve future predictions significantly. A good estimate of
this period would also allow the study of covariates of the incubation period. One known
covariate is the time of infection. The time of infection has an effect on the incubation
period because of the changing definition of AIDS over time, and also because of the recent
availability of antiretroviral medication for HIV positive people to slow down or maybe
even stop the progress to AIDS. Another known covariate is the age of infection. The
incubation time for babies that have been infected with HIV is generally much shorter than
the incubation periods for adults. For adults, a higher age of infection tends to shorten the
incubation period.

8.2 The data

We first introduce more terminology, taken from Geskus [22]. Often, data used to estimate
the incubation period of AIDS are obtained through cohort studies. A cohort study may
contain prospectively and retrospectively identified seroconverters, as well as seroprevalent
cases. Prospectively identified seroconverters have a last seronegative and a first seropositive
test result, both obtained during follow-up. Retrospectively identified seroconverters were
seropositive at their date of entry into the study, but have an earlier date at which they
were known to be seronegative, for example through a test result obtained from stored
blood samples. Seroprevalent cases were also seropositive at their date of entry into the
study, and they do not have an earlier date at which they were known to be seronegative.
Finally, cohort studies may contain individuals who remained seronegative until the end of
follow-up. Thus the date of seroconversion is interval censored.

Sometimes, the time of onset of AIDS can be observed exactly, for example as the time
at which a person started to suffer from an opportunistic disease that is diagnostic for AIDS.
In other cases, due to loss of follow-up, death by competing risk or study cutoff, we only
know that the time of onset of AIDS should occur after a certain time. Hence, the date of
onset of AIDS can be right censored.

Interval censored dates of onset of AIDS may be present as well. This is especially true
if a CD4 count below 200/mm3 is included in the AIDS definition, since CD4 counts are
only measured at visits. Ignoring the interval censored nature, and considering the first
measured CD4 count below 200 as AIDS event may lead to biased results [13].

Thus, since both the time of origin and the endpoint of the incubation period are cen-
sored, we have so-called doubly censored data. Most statistical packages currently only
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include models for univariate right censored data. Thus, in the case that the time of HIV
infection is interval censored and the time of onset of AIDS is right censored, Geskus [22]
states that usually the midpoint between the last seronegative and the first seropositive test
is imputed as time of seroconversion. In most cohort studies, the majority of the partici-
pants is seen at least once a year, and therefore midpoint imputation can be safely applied to
prospectively identified seroconverters. However, retrospectively identified seroconverters
usually have much wider seroconversion intervals, and in many cohort studies seroprevalent
cases outnumber seroconverters. Replacing the observation intervals by their midpoints
for these cases results in a considerable underestimation of the variance of the incubation
period, while not including these cases in the estimation of the incubation period results in
a big loss of data.

The IDU study
Data from the Amsterdam Cohort Study among injecting drug users (IDU study) has been
kindly provided to us by dr. R.B. Geskus. Detailed information about the study can be
found in [22]. The study was started in December 1985, and was an open cohort study.
Seronegatives as well as seropositives who had not developed AIDS have been enrolled in
the study. All data that were gathered before January 1st, 1997 were available to us. At
that time a total of 637 individuals were enrolled in the study. Only individuals with Dutch
nationality are included here. Although the study continued after 1997, we refer to January
1st 1997 as the time of study cutoff, since after that time no information was available to
us anymore.

Before the time of study cutoff, 216 people tested positive for HIV. We limit the data set
to these 216 people. This means that we condition on the event that a person has acquired
the HIV virus before the time of study cutoff. Thus, we estimate the incubation period of
AIDS for the population of injecting drug users who tested positive for HIV.

In the reduced data set, there are 127 seroprevalent individuals, 60 prospectively iden-
tified seroconverters, and 29 retrospectively identified seroconverters. We assume that the
seroprevalent individuals were seronegative at January 1st 1980, which is commonly taken
as the start of the epidemic. The median width of the seroconversion intervals is 6.26 years.
The seroprevalent individuals tend to have significantly longer seroconversion intervals than
the prospectively or retrospectively identified seroconverters [22].

We now consider the time of onset of AIDS. For 62 individuals, the time of onset of AIDS
was observed exactly. The remaining 154 individuals have right censored times of onset of
AIDS. For 88 individuals of this latter group the time of onset of AIDS was censored by
the time of study cutoff.

We can describe the IDU data set with model B. We let X denote the time of HIV
infection, we let Y denote the time of onset of AIDS, and we let Z

def= Y − X be the
incubation time of HIV/AIDS. Note that the assumption that the pair (X,Y ) is independent
of (U1, U2, C) is violated for retrospectively identified seroconverters. This is an issue that
deserves attention, but it is not addressed within this project.

The data are visualized in Figure 8.1. For each observation Wi we calculated the ob-
servation rectangle, i.e. the rectangle to which the pair (Xi, Yi) belongs. Subsequently, we
constructed a height map of these rectangles, similar to Figure 4.1(b) in Chapter 4. The
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Figure 8.1: Height map of the observation rectangles of the IDU data set. The height at a point represents
the number of observation rectangles that overlap at that point.

height at a point represents the number of observation rectangles that overlap at that point.
The cliff at y ≈ 1997 shows the time of study cutoff. Later, we shall see that the study
cutoff forms a fundamental problem for the estimation of the incubation time distribution
of HIV/AIDS.

8.3 Methods and results

We apply five different methods to the IDU data set. The first estimator is a parametric
maximum likelihood estimator, taken from Groeneboom and Stieltjes [25]. We assume that
X has an exponential distribution with density

f1(x) =
1
σ1

exp(−(x− a)/σ1)1{x ≥ a}.

The parameter a is the threshold of the exponential distribution. Since the start of the
epidemic is commonly taken to be 1980, we let a = 1980. We assume that Z has an
exponential distribution with density

g(z) =
1
σ2

exp(−z/σ2)1{z ≥ 0}.
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Groeneboom and Jongbloed [25] compute the (parametric) MLE with the EM algorithm.
This results in the estimates σ̂1 = 5.73 and σ̂2 = 28.45. The corresponding distribution
function is plotted as the blue line in Figure 8.2(a).

We also apply a 1-dimensional approach. Suppose that X is known to belong to the
interval (xL, xR], and that Y is known to belong to the interval (yL, yR]. We then reason that
Z = Y −X must belong to the interval (yL−xR, yR−xL], and analyze this as 1-dimensional
interval censored data.

The MLE can be computed with for example the iterative convex minorant algorithm.
However, we calculate it with the methods described in Chapters 4 and 5. Except for the
procedure that reads the input and transforms it into observation rectangles, we do not
need to change anything in the algorithm. This shows the versatility of the method. The
result is shown as the red line in Figure 8.2(a).

In the other three methods, we first estimate the bivariate distribution F of the time
of HIV infection and the time of onset of AIDS. We denote this estimator by F̂n. We then
estimate the incubation period G(z) = P (Z ≤ z) by integrating the bivariate estimate over
an unbounded diagonal strip:

Ĝn(z) =
∫

{(x,y)∈R2:0≤y−x≤z}
dF̂n(x, y). (8.1)

We apply three versions of the MLE to estimate the bivariate distribution. First, we apply
the MLE based on strips, as described in section 7.2 for a range of values of h. With respect
to the distribution of the mass within the inner rectangles, we assign all mass to the upper
right corners of the inner rectangles, taking the year 2030 to represent infinity. Figure
8.2(b) shows the resulting estimates for h = 0.000, 0.119, 0.121, 0.130, 0.170. We chose this
sequence of values because they display interesting behavior of the estimator.

Second, we estimate the bivariate distribution function with the method of EM based
on strips, using a program written by Groeneboom [25]. The estimator is calculated on
a grid of points (ak, bl), k = 1, . . . , 2n + 1 and l = 1, . . . , n + 1. The points a1, . . . , a2n

are the ordered 2n observations u1i, u2i, i = 1, . . . , n for the time of HIV infection. The
points b1, . . . , bn are the ordered observations ti = yi∧ ci, i = 1, . . . , n. We take extra points
a2n+1 = bn+1 = 2030 to allow for extra mass. The resulting estimates of the incubation
time distribution are given in Figure 8.3(a), for the same values of h as for the MLE based
on strips.

Finally, we apply the MLE on a sieve of functions with piecewise constant densities on a
equidistant grid, as defined in (7.1) of section 7.1. For the optimization, we again use iter-
ative quadratic minimization and a vertex direction algorithm, described and programmed
by Groeneboom [27]. We use various equidistant rectangular grids on the rectangular region
[1980, 2030]× [1980, 2030] of the plane. Figure 8.3(b) shows the results for a 10×10, 30×30,
60× 60, 60× 10 and a 10× 60 grid, where a n1 × n2 grid denotes a grid with n1 grid cells
on the x-axis and n2 grid cells on the y-axis.
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Figure 8.2: (a) Estimated incubation time distribution of HIV/AIDS based on the IDU data set, com-
puted by using a simple parametric model and a 1-dimensional approach. (b) Estimated incubation time
distribution of HIV/AIDS based on the IDU data set, computed by using the MLE based on strips.
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Figure 8.3: (a) Estimated incubation time distribution of HIV/AIDS based on the IDU data set, computed
by using the EM algorithm based on strips. (b) Estimated incubation time distribution of HIV/AIDS based
on the IDU data set, computed by using the MLE on a sieve of piecewise constant densities.
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8.4 Discussion

We first compare our results to those of Geskus [22]. Geskus derives estimates of the incu-
bation time distribution of HIV/AIDS based on the same data set. He uses four estimates:
two imputation methods and two likelihood maximization methods. His estimators agree
quite closely to each other. When compared to our estimates, they are most similar to our
estimates obtained by the MLE on a sieve for a 30× 30, 10 × 60 and 60 × 60 grid, and to
our estimates obtained by the EM based on strips for h > 0.12.

In the remainder, we discuss the results of our estimators, starting with the preliminary
estimates. A parametric estimate can be valuable if there is some rationale behind the
chosen parametric model. Groeneboom and Jongbloed [25] chose the exponential model
merely to demonstrate an estimation method, and not because they thought that it was
a good model for this specific situation. Therefore, the parametric estimator based on an
exponential model has not much value.

The estimator that results from the 1-dimensional approach has some similarities with
the estimators that were obtained through the bivariate approach. However, as mentioned
in the introduction, the 1-dimensional approach assumes an incorrect likelihood. Therefore,
we prefer not to use this estimator.

We now compare the nonparametric estimators based on a bivariate approach. We see
that both estimators based on strips, the MLE and the EM algorithm, are very sensitive to
the choice of h. The MLE on a sieve of piecewise constant densities seems less sensitive to
the bandwidth choice. We explain the sensitivity of the MLE and the EM algorithm based
on strips by a careful examination of the data. We also argue that the seeming stability of
the MLE on the sieve is an artefact of the computation, and that this method has in fact
the same instability as the MLE based on strips and the EM algorithm based on strips.

We focus on the behavior of the MLE based on strips, since the characterization of
the MLE in terms of inner rectangles clearly shows what causes the sensitivity to h. Let
h ≤ 0.12, and suppose we carry out the transformation of observation lines into strips. The
exact time of study cutoff is 1997.002. For the observation with the largest uncensored time
of onset of AIDS, (X, Y ) belongs to the line segment {(x, y) ∈ R2 : x ∈ (1980, 1990.404], y =
1996.882}. We transform this line segment into the rectangle (1980, 1990.404]× (1996.882−
h, 1996.882 + h] For h ≤ 0.12 this strip has no overlap with the observation rectangles that
form the high plateau in Figure 8.1, and since this strip belongs to the largest uncensored
time of onset of AIDS, no strip has overlap with the high plateau.

Figure 8.4(a) gives a side view of Figure 8.1, using h = 0.05. Recall that the Simple-
CliqueFinder algorithm that we described in Chapter 4 is based on the idea that the local
maxima of the height map correspond to the inner rectangles. Figure 8.4(b) gives the cor-
responding inner rectangles. The inner rectangles that have a lower bound at y = 1997.002
have a y-interval (1997.002,∞). Because of the large number of overlapping observation
rectangles in the region {(x, y) : y > 1997.002}, a significant amount of mass will be placed
in at least one of the inner rectangles in this region. With our convention that the mass
is placed at the upper right corners of the inner rectangles, this means that a significant
amount of mass is placed at points (x, y) with y = ∞.
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When we derive an estimate of the incubation time distribution period from the bivariate
estimate, we sum all mass over the diagonal strip {(x, y) ∈ R2 : 0 ≤ y − x ≤ z}. Thus, the
mass at y = ∞ is not taken into account. This explains why estimates with h ≤ 0.12 are
defective on the range that we consider.

For h > 0.12, the strip (1980, 1990.404]× (1996.882−h, 1996.882+h] which corresponds
to the observation with the largest uncensored value of onset of AIDS now has overlap
with the observation rectangles that form the high plateau. This causes a little ridge
on the edge of the plateau, as shown in the side view in Figure 8.5(a). Since the inner
rectangles correspond to the local maxima of the height map, all inner rectangles in the
region (1980, 1990.404] × (1997.002,∞) reduce to inner rectangles that fall in the region
(1980, 1990.404]× (1997.002, 1996.882 + h]. This is shown in Figure 8.5(b).

Using our assumption to place the mass at the upper right corners of the inner rectangles,
mass that was placed at infinity before, is now placed at y = 1996.882+h. In the calculation
of the estimate of the incubation period this mass is taken into account, and this explains
why the MLE and EM estimators leap up for h > 0.12.

There are two other observations with an uncensored time of onset of AIDS that is
close to the time of study cutoff. Their observation rectangles are (1980.000, 1993.547] ×
{1996.863} and (1982.108, 1988.359]×{1996.835}. When we transform these line segments
into strips, they start to have overlap with observation rectangles that form the high plateau
at h = 0.13 and h = 0.17 respectively. Although we do not fully understand the shifts in
the jump of the MLE, we suspect that they are related to this.

Analogously, the EM algorithm based on strips also yields an estimator that jumps up
for h > 0.12. For the MLE on a sieve of piecewise constant densities, the same problem is
prevalent, although it is less visible. The reason that we do not see it, is an artefact of the
computation. The algorithm cannot determine how mass that falls in the area y > 1997 has
to be distributed in the y-direction. However, for a reason that we do not yet understand,
the algorithm always assigns the mass to y-values that are very close to the time of study
cutoff. Hence, we do not get a large jump of mass in the y-direction as soon as grid cells
start to contain both observation rectangles from the high plateau and line segments.

It is not realistic to place all mass that falls in the region where y > 1997.002 to points
(x, y) with y = ∞, as happens in the MLE and the EM algorithm based on strips for
h ≤ 0.12. This assignment of mass corresponds to the assumption that all individuals who
have not developed AIDS before the time of study cutoff, will never develop AIDS, and
therefore have an infinite incubation period. This is an unrealistic assumption and gives an
overestimate of the incubation period.

On the other hand, it is also unrealistic to place all mass that falls in the region where
y > 1997.002 in points (x, y) for which y is very close to the time of study cutoff, as happens
in the method of the MLE on a sieve, and in the MLE and the EM algorithm based on
strips for h > 0.12. This assignment of mass corresponds to the assumption that all indi-
viduals who have not developed AIDS before the time of study cutoff, will develop AIDS
very shortly after the time of study cutoff. This is an unrealistic assumption and gives an
underestimate of the incubation period.
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Figure 8.4: (a) Side view of the height map on the AIDS axis for h = 0.05. (b) Inner rectangles for
h = 0.05.
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Figure 8.5: (a) Side view of the height map on the AIDS axis for h = 0.17. (b) Inner rectangles for
h = 0.17.
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Figure 8.6: The colored area denotes the unbounded diagonal strip over which we integrate to derive Ĝn(z)
from the bivariate estimate F̂n(x, y). In the green area, F (x, y) is consistently estimable, but in the red area
it is not.

As we discussed in Chapter 7, one can view the method of transforming the line segments
into strips as an implicit way to estimate the conditional distribution of X given Y , by
creating overlap between the line segments. Thus, the reason for transforming the line
segments into strips is that it gives more information on how to distribute the mass in the
x-direction. However, as we saw, its biggest effect for the MLE is a large shift of mass
in the y-direction. This is an unintended side effect of the transformation. However, it
shows how sensitive the MLE can be to small changes in the data. It also leads us to
understand a fundamental problem in the estimation of the incubation period. When we
solve the consistency problems that we discussed in Chapters 6 and 7 for the estimation of
the bivariate distribution, we can at best estimate the bivariate distribution consistently in
a fixed rectangular region of the plane that is determined by the length of the study. In our
example, that region is (1980, 1997.002) × (1980, 1997.002). We derive an estimate for the
incubation time distribution by integrating the bivariate estimate over unbounded diagonal
strips, as given in equation (8.1). Figure 8.6 shows that for any positive value of z this
entails integration over the region where F cannot be estimated consistently. Therefore,
it is impossible to estimate the incubation period consistently without making additional
assumptions.

What we can estimate consistently is

G∗(z, τ) def= P (Z ≤ z, Y < τ) = P (Z ≤ z|Y < τ)P (Y < τ),
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for values of τ that are smaller than or equal to the time of study cutoff. G∗(z, τ) gives
an underestimate for G(z) and it converges to G(z) from below as τ → ∞. However, the
practical value of G∗(z, τ) might be limited.

We calculate G∗(z, 1997.002) from the bivariate estimators that we computed earlier.
The results are given in Figures 8.7(a), 8.7(b) and 8.8. We see that most of the sensitivity to
h disappears, which suggests that the previous sensitivity was indeed related to integrating
the bivariate estimate over a region where it cannot be estimated consistently.

What is somewhat worrisome, is that the shapes of the estimated functions vary con-
siderably between the three methods. Especially for z ∈ (5, 10], the differences between the
MLE based on strips and the MLE based on a sieve are large.

We close this chapter by listing several advantages and disadvantages of the methods
that we used to repair the consistency of the bivariate MLE.

The MLE based on strips has the advantages that it does not use a grid, and that
it only requires discretization in the y-direction. Therefore, it lets the data “speak for
itself” as much as possible. We saw that the MLE based on strips can be very sensitive
to small changes in the data. As discussed in Chapter 3, two types of non-uniqueness
can arise: representational non-uniqueness and mixture non-uniqueness. With respect to
representational non-uniqueness, we can get an idea of the range of possible solutions by
distributing the mass over the inner rectangles in various ways. With respect to mixture
non-uniqueness, we only have conditions that guarantee a mixture unique solution. When
these do not apply, the current method of computation gives no indication of the range
of mixture non-unique solutions. Probably the most important disadvantage of the MLE
based on strips is that we expect to encounter technical difficulties in deriving theoretical
properties of the estimator, due to the fact that the likelihood does not factor anymore in
a part depending on the underlying distribution F and a part depending on the censoring
distribution K. Van der Laan [32] pays a lot of attention to this issue.

For the EM algorithm based on strips, it might be somewhat easier to derive theoretical
properties. The method has the disadvantage that it uses discretization in both the x-
and y-direction, and that the computation of the estimator is significantly slower than the
computation of the MLE based on strips. Similar to the MLE based on strips, the EM
algorithm based on strips is also sensitive to small changes in the data.

The MLE on a sieve of piecewise constant densities has the advantage that we do not
change the form of the likelihood, so that the likelihood still factors. Therefore, we expect
it to be easier to derive theoretical properties of this estimator. A disadvantage of this
method is that we need to discretize in both the x- and y-direction. The MLE on a sieve
has similar non-uniqueness problems as the MLE based on strips. However, while we can get
some idea of the range of possible solutions of the MLE based on strips, the current method
of computation of the MLE on a sieve gives no indication at all. This is an important
drawback for the method to be used in practice.

For a more thorough evaluation, we need to get more experience with these methods in
simulation studies, and a greater understanding of their theoretical properties.
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Figure 8.7: (a) Estimate of G∗(z, 1997.002) using the MLE based on strips. (b) Estimate of G∗(z, 1997.002)
using the EM algorithm based on strips.
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Figure 8.8: Estimate of G∗(z, 1997.002) using the MLE on a sieve of piecewise constant densities.
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Chapter 9

Conclusions

In this chapter, we summarize our most important findings and refer back to the relevant
chapters:

• We have found graph theory a useful frame of reference for thinking about properties of
the MLE. In particular, we proved by using graph theory that mixture non-uniqueness
is caused by even 4+ cycles in the intersection graph. (Chapter 3)

• The parameter reduction step used to be a bottleneck in the computation of the
MLE. We resolved this bottleneck by developing two algorithms that greatly reduce
the computational complexity of the parameter reduction step. (Chapter 4)

• We proved that in general, the MLE is an inconsistent estimator for the bivariate
distribution function of (X, Y ) in models B and C. The inconsistency can be repaired
by reducing the class of functions over which we maximize, either by reducing the
class explicitly or by smoothing the empirical measure. (Chapters 6 and 7)

• The MLE can be very sensitive to small changes in the data. (Chapter 8)

• We found that there is not enough information in the data to estimate the incubation
period consistently. Without making additional assumptions, the underlying bivariate
distribution function F is not consistently estimable outside a fixed square region of
the plane, determined by the beginning of the HIV/AIDS epidemic and the time of
study cutoff. Since we derive the estimator Ĝn for the incubation time distribution
from F̂n by integrating over unbounded diagonal strips, it follows that G(z) is not
consistently estimable. What we can estimate consistently is

G∗(z, τ) = P (Z ≤ z, Y < τ),

for values of τ that are smaller than or equal to the time of study cutoff. (Chapter 8)
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Chapter 10

Suggestions for further research

In this chapter, we point out some directions for further research.

With respect to the estimation of the bivariate distribution function in models B and
C, we would like to derive theoretical properties of our proposed estimators to repair the
inconsistency. In particular, we want to find the rate at which the bandwidth parame-
ter must go to 0 in order to obtain a consistent estimator. Furthermore, we would like to
implement the Kullback-Leibler approach, and perhaps try a penalized likelihood approach.

With respect to the estimation of the bivariate distribution function in model A, we
think that it is useful to improve the optimization step. The algorithm described in Chap-
ter 5 is not fast enough to be used in large simulation studies. It might be possible to
adjust the current algorithm, for example by doing the optimization on a grid first, and by
then “moving” from the grid to points of possible mass support determined in the param-
eter reduction step, as described by Groeneboom, Jongbloed and Wellner [26]. It might
also be worthwhile to try other methods, for example interior point methods for convex
optimization problems, or algorithms for convex network optimization problems, using the
formulation given in Section 5.3.

As we discussed, there are several sufficient conditions for mixture uniqueness. We would
like to derive necessary and sufficient conditions, and think that this might be possible using
the graph theoretical framework. Furthermore, we would like to get a better understanding
of how the MLE distributes the mass over the areas of possible mass support. Since the
proportion of possible mass support areas that actually get positive mass is typically very
small, we hope to derive sufficient conditions for possible mass support areas to not get
any mass. Omitting these areas will give a large additional reduction of the number of
parameters, and it will thereby speed up the optimization. Finally, we think that it might
be interesting to look at the inconsistency problems in the bivariate right censoring model
from a graph theoretic point of view.

From a practical point of view, the models that we considered are not realistic for
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data obtained from cohort studies. In our models, the number of observation times per
individual are fixed, while in cohort studies, the number of observation times per individual
are typically random. Hence, we would like to incorporate this in our models, both for the
time of HIV infection and for the time of onset of AIDS. We expect that using these more
complicated models will not effect the computation of the MLE, but that it will effect some
of its theoretical properties. Finally, we think that it is interesting to extend our methods
to higher dimensions. For example, we could estimate the “trivariate” distribution function
of the time of HIV infection, the time of onset of AIDS and the time of death from AIDS.
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